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Denoising Diffusion Probabilistic Models

Learning to generate bgenoising

Denoisingdiffusion models consist of two processes:

A Forward diffusion process that gradually adds noise to input
A Reversalenoisingprocess that learns to generate data dgnoising

Forward diffusion process (fixed)

Data Noise

Reverse denoising process (generative)

[SohiDickstein et al., Deep Unsupervised Learning usimgequilibriumThermodynamics, ICML 2015]
[Ho et al.,DenoisindDiffusion Probabilistic ModeldleurlPS020]
[Song et al., ScorBased Generative Modeling through Stochastic Differential Equations, ICLR 2021]
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Diffusion Process

A Gradually add noise to input image @ in a series of "Y
time steps

A Neural network trained to recover original data

™ Q(mt‘mt—l) PN
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wl 2 S {(iDehdisiggDifusion ®robabilistic Models
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Forward Diffusion

A Markov chain of "Ysteps
I Each step depends only on previous
A Adds noise to @ sampled from real distribution 17(¢)

el ) ~ ol Jp T o h &
Q(mt\mt—l)
L » Ty ——> - —> I
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Forward Diffusion
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Forward Diffusion

A Go from @ to @ g,

N(wg [w) N wW

A Efficiency?



Reparameterization

A Define | o I h— B | hf Bh x 13
Ty = mwt—l + \/E €11 Blyrr gbt-By St ™ N(0,1)

) L:TA, DA .v"\-"‘ (() [ )
e ~N(0,I)

Prof. Niessner



Reparameterization

A Define | o I h— B | hf Bh x 13
Ty = mwt—l + \/E €11 Blyrr gbt-By St ™ N(0,1)

) L:TA, DA .'\‘(() [)

= a1+ 1 — a6 ES P e ~ N(0,I)
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Reparameterization

A Define | o I h— B | hf Bh x 13
zs=+v/1— B 2s_1 + VBi €11 e v i A, 1)

’ _ EQsiaicicsSy ‘_).l?,' . .'\‘(()])
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Reparameterization

A Define | o I h— B | hf Bh x 13
zs=+v/1— B 2s_1 + VBi €11 EQy~»+yEi-2,E¢-1 ~ N(0, )

| ‘ EQyivioyEp—9,E€4-1 \-\‘(()1)
= Vaglze-1|+ V31— e e~ N(0,I)

= Oy (\/at—l T2+ v1—op g :) + o/ L — o€y
=vatat—1$t—2+\/at(1—at—1) Ei—2+ V1 —oy e 1\\
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Reparameterization

A Define | o I h— B | hf Bh x 13
T, = mxt_l 3 \/E:—! ] €0y+ -y Ei—2,E1—1 ~ N(0,I)

B P Y,
= Joyglze_1|+ V1 —as e e ~N(0,I)

= \/ oy (\/at—l Ti—o+ /1 — o1 &y 3) WIS S

= 4/ O wt_2+\/at(1—at_1) €1 ;3+ l—at Et—1[>.

= /O Q31 Ty -l-}\/l — Qg Olp] Epg o35~ Explained on later slide
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Reparameterization

A Define | o I h— B | hf Bh x 13
T, = mxt_l 3 \/E:—! ] €0y+ -y Ei—2,E1—1 ~ N(0,I)

é:”. ¢ . s 9 C,:f 2. ET,' y: 4 ."I\““(.(). 1)

=@Imtﬁvl_at5( | ENN(O’I)
= \/a_t (\/ Q1 T2 -+ vV 1-—- Qi1 5y 3) 4= ) (- Qg 41

= 4/ O wt_2+\/at(1—at_1) €1 ;3+ l—at Et—1[>.

= /O Q31 Ty -l-}\/l — Qg Olp] Epg o35~ Explained on later slide
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Reparameterization

A Define | o I h— B | hf Bh x 13
T, = mxt_l 3 \/E:—! ] €0y+ -y Ei—2,E1—1 ~ N(0,I)
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= 4/ O wt_2+\/at(1—at_1) €1 ;3+ l—at Et—1[>.

= /O Q31 Ty -l-}\/l — Qg Olp] Epg o35~ Explained on later slide

=0 0] ... alm0+\/1—atat_1 s O€

=\/54_t$0+\/1—5tt€

Prof. Niessner 1o



Reparameterization DBtep line 4 to 5

= /0t Qo Tp-2 +1 ar(l—aq) e o +’\/

1—a; e
% (—'/
X+ Y

Reparameterization Trick Underlying Normal Distribution

0+Vat(1—at—1) Epg ~TETTTEEETEEET > XNN(O, at(l—at_l) I)
0+\/1—at’51 e

> YNN(07 (l_at) I)
- Recall:

If X ~N(ux,0%) Y ~N(uy,o%)
Z7=X+Y

Then Z ~ N (ux + py, 0% + o%)

Z~N(O, 0% + 05)--------i oh + 0% = sl — ap1) + (1 —ag)
Z ~ N(O, (1 - atqt_l)JI)

3 =y —oqay 1 +1—of

: — 3 =1-oga
' Reparameterization Trick Sssin e
1

v

0 =t v 1-— Qg1 &1 0

| - https://roysubhradip.hashnode.dev/a -beginners -guide -to-diffusion
Prof. Niessner =/at g1 Ty + ,V l—or a1 &2 P y P 9 9

models -understanding -the-basics-and-beyond



Reverse Diffusion

A ®©o becomes a Gaussian distribution

A Reverse distribution 1 & I
i Sample ®*~ ( FE) and run reverse process

I Generates a novel data point from original
distribution

A How to model reverse process?

Prof. Niessner
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Approximate Reverse Process

A Approximate n @ < with parameterized model 1
(e.g., deep network)

N (@ |w)

7

@ N (@ (wh)
h wg n o n@ o)

— -. Q(mt|$t—l) : — -_

2y — - —{ @ | @y > — xp
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Training a Diffusion Model

A Optimize negative log -likelihood of training data
0 1 I(fg(®))a intractable depends on whw 8 @
A Instead, optimize Variational Lower Bound:
U , S No learnable parameters
MO (Now § } |
A constant A ignore
0 (N |oh)E (@ [®) 1 1nCow

!

L J
I

Reconstruction term of Iast18

. Stepwise denoising term denoising step A ignore



Training a Diffusion Model

A0 0 (N |ohm)sm (o |©))
A Comparing two Gaussian distributions, closed form
computation

Ab e (o) * oho|
A Predicts diffusion posterior mean

Nice derivations: https://lilianweng.github.io/posts/2021 -07-11
diffusion-models

Prof. Niessner
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https://lilianweng.github.io/posts/2021-07-11-diffusion-models

Diffusion Model Architecture

A Input and output dimensions must match
A Highly flexible to architecture design

A Commonly implemented with U -Net architecture

Prof. Niessner
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Diffusion Model Architecture

Example U-Net as diffusion model

(LIIT]

Time Representation

Fully-connected
Layers

Prof. Niessner 21



Latent Diffusion

Data x Encoder q(z|):)

H' X‘ Embedding z
’ \

Reconst Decoder p XIZ)

Latent

<>

J \

Latent Space Diffusion

Latent Space Denoising

i

|

Stage 1: Train AE / VAE /VAE /| VAGAN Stage 2: Diffusion in Latent Space

https://neurips2023ldm-tutorial.qgithub.io/

Prof. Niessner
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https://neurips2023-ldm-tutorial.github.io/

Latent Diffusion

= Semantic Compression __]

Generative Model:
= Latent Diffusion Model (LDM)

&8
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Large-scale z 20 ] Local, Imperceptible
Image Structure A Details
0 -—n-.“nol e s @ . |
l |
0 0.5 1 1.5
Rate (bits/dim)
LDMs: Latent diffusion model for large-scale structure, for

https://neurips2023ldm-tutorial.qgithub.io/
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https://neurips2023-ldm-tutorial.github.io/

Latent Diffusion

B

J

\Pixel Spa09

Z
Repres
entations
Q | @ Q| @
KV KV | | KV KV
s
AN 7-9
Q
i 2 T
denoising step crossattention  switch  skip connection concat - J

Prof. Niessner
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Latent Space ") (Conditioning)

(

. Diffusion Process Eemantiq
Ma

Denoising U-Net €g

Text

[Rombach et al. 21] Latent Diffusion 24



Latent Diffusion

Text-to-Image Synthesis on LAION. 1.45B Model.

A street sign that reads 'A zombie in the "An image of an animal "An illustration of a slightly "A painting of a "A watercolor painting of a "A shirt with the inscription:

“Latent Diffusion” ’ style of Picasso’ half mouse half octopus’ conscious neural network’ squirrel eating a burger’ chair that looks like an octopus’ “I love generative models!” ’

) :
” LATENT
DIFFUSION

Prof. Niessner [Rombach et al. 21] Latent Diffusion 25



Diffusion Transformers (DiT)

4 )
// —
. / Scale —
Noise > // ;
Pointwise
32xi2x4 32xin4 /f Feedforward
a / L . 7'2 !62
Linear and Reshape Scale, Shift
1 / I
/ Layer Norm
Layer Norm /
1 /
N X DiT Block Scale a1
1
T I \\ Multi-Head
Patchify Embed '\ Sl U
[
I | \\ Scale, Shift b
. \ i
Noised Timestep t \ Layer Norm MLP
Latent : \ . — I
32x32x4 Label y \_ Input Tokens Conditioning Y,
Latent Diffusion Transformer DiT Block with adaLN-Zero

Prof. Niessner [Peebles and Xie 23] Diffusion Transformers



Diffusion Transformers (DiT)

Prof. Niessner [Peebles and Xie 23] Diffusion Transformers -



ControlNet : Conditional Control for Text-
to-Image lefusmn Models

‘ Condition

Generations




ControlNet : Conditional Control for Text-
to-Image Diffusion Models
A Learn to control a pretrained model with condition ¢

e

. [ zero convolution | !

X X ; >?
l l g

neural network neural network trainable co
block block (locked) | | - K
: I ;
l % . | zero convolution | !
p : | ‘
y ) -

Ye ControlNet

(a) Before (b) After

Prof. Niessner \[iboh fu bmO G457~ Ceej adhrimigpDbiftugion Madelsh m Eop o u



ControlNet : Conditional Control for Text-
to-Image Diffusion Models

Prompte; Time ¢

A Use weights of pretrained network =+ =

|Encoder | | Encoder |

In a locked copy (preserves model) gt |
& a trainable copy (learns condition) [ weewemas, ., [ woewma

6464 | 64x64 (trainable copy) |

zero convolution

. . . | SD Encoder BlockB | . [ SDEncoderBlockB | ,
A Allows training with small data e
("SD Encoder Black C | (" SD Encoder Black C |
' 1616 E |16x16 (trainable copy)"x

A Important: Initialization with zero [ SEek ), D

| BlockD 8«8 ™| | 88 (trainable copy)

convolutions —{ e e
3 zero convolution

Block I 88 &~ zero convolution :3

A No initial distortion from ControlNet .=

16=16 )

before training starts ok, ;

3232 zero convolution

‘ #3e———— zeroconvolution =3

( St Blis ‘ x3 ¢ zero convolution =3
6464 )

\[iboh fu bmO G457~ Ceej oh EfuRefaecy) PObm Epous
Prof. Niessner to-Image Diffusion Models (a) Stable Diffusion (b} ControlNet
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Multi-view Diffusion
Models
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Stable Diffusion U-Net

j, SD U-Net Block

Up/Down Sample

Correspondence
Aware Attention

Prof. Niessner

MVDiffusion

Multi-branch U-Net

e o o
1 I

[Tang et al. 23] Tang et al. 32



MVDiffusion

“This kitchen is a cﬁarming blend of rustic and modern, featuring a [arge reclaimed wood island with marble countertop, a sink
surrounded by cabinets. A stainless-steel refrigerator stands tall. To the right of the sink, built-in wooden cabinets painted in a muted.”

Consistent Multi-view Images Closed-Loop Panoramic Image

“A [iving room with multiple couches and a coffee table. A wooden book shelf filled with lots of books next to a door. A white refrigerator
sitting next to a wooden bench.”

Prof. Niessner [Tang et al. 23] Tang et al. 33



MVDiffusion

Depth sequence

Mesh w/o texture

Consistent multi-view

i iti Mesh w/ textu
images conditioned on depths esh w/ texture

Prof. Niessner [Tang et al. 23] Tang et al. 34
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Video Diffusion
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Align your Latents

Marginal Diffused
Data Distribution

Generative
Stochastic Processes
per Frame/Batch Element

Input Noise (for each
Frame/Batch Element)

L\ Temporal Video
’ Fine-Tuning

Before temporal video fine-tuning, After temporal video fine-tuning, samples are aligned to
different batch samples are independent. form a video sequence (after applying the LDM decoder).

Prof. Niessner [Blattmann et al. 22] Latent Align your Latents;



5 Video-aware
Discriminator

- 0/1

Latent embedding distribution
modeled with Diffusion Model
(can be conditioned on text, etc.)

Generative Denoising Process
(shown here for individual frames, see
Fig. 2 for video fine-tuning)

Prof. Niessner [Blattmann et al. 22] Latent Align your Latents,-,



Align your Latents

Cs ¥
spatial layer

z € RBTXOXHXW

4

spatial layer

e = oz + (1 — o)z
spatial layer
2+l

spatial layer

! - !
= RB-TXC’ xH xW

2!

i+1

L__ J— miHZgH SO a;“)z;“
spatial layer

Prof. Niessner [Blattmann et al. 22] Latent Align your Latentsg



Align your Latents

1. Generate Latent
Key Frames
(optionally including
prediction model)

Image Backbone
b

2. Latent Frame
Interpolation I

All Parameters
Shared

3. Latent Frame
Interpolation II

4. Decode to
Pixel-Space

5. Apply Video
Upsampler

Prof. Niessner [Blattmann et al. 22] Latent Align your Latents;,



audio feature
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diffusion process

. / generated video frames
motion latents noise

motion latents
g’ ’

Training pipeline for motion latent diffusion Test pipeline for audio to video generation

Prof. Niessner [XU et al. 24] VASA ,,



VASA-1

[Xu et al. 24] VASA .,
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VASA-1

[Xu et al. 24] VASA .,
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Sora

A Temporal Diffusion Transformer

AVAEvsVQ-l CP wt
A Temporal window?

A Pre-trained on any images?

A
4 l4
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Luma Dream Machine

Prof. Niessner Jiaming{ 2 y 3 Qldtpsdtodtupe.com/live/oilWwsXZamA 45



https://youtube.com/live/oilWwsXZamA

Latent Design

A Pre-trained image -based LDM
I Can leverage massive amounts of pre -training
I Issues in low-level temporal stability

A Training directly on videos

i E b ouGeupre-trained image models
I Potentially better low -level stability

Prof. Niessner
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Movie Gen: A Cast of Media Foundation
Models

Joint image and video pre -training
Low resolution A Increase resolutions
Image pretraining A Treat images as 1-frame videos

Personalized
Text-to-video

p iy

W ( ' ™y
Text-to-image + .
Text-to-image > Text-to-video TE%t_tD_U.IdEG
J L . Finetuning
Pre-training
p oy
256 px image training 256 — 768 px videos -

Up to 165 16 FPS
Video-to-video

Editing

A Image pretraining helps generalization, as paired
image -text datasets are easier to scale with diverse 768 px videos
concepts and styles Up to 165 16 FPS

Prof. Niessner \ Rpmzbl fu bm0o G47~"



Movie Gen: A Cast of Media Foundation
Models

Video preprocessing pipeline

Visual filtering Motion filtering Content filtering Captioning

v Resolution
Aspect ratio

No slow motion

No text e : Deduplication Camera motion C d
Large pool — Nojittery motion =—— . —_— : Curate
of videos No;g?ﬁei?fsnge No special motion Resampling LLaMa3 captions clip-prompt

pairs

No border

S~

Prof. Niessner \ Rpmzbl fu bm0o G47~"



Movie Gen: A Cast of Media Foundation
MOdEIS Spatio-temporally

Joint image-video compressed latent space

generation model , . |
r————— - TAE = Temporal 8 Timestep
Length 4- 16§ e Aytoencoder () #
Different ~ § _ 8 "
aSpeCt ratlos ' No. | —_— E‘_% —m >0 >  NxTransformer Blocks —> EE
(1:1, 9:16, 16:9, =)~ 3 8 a
768x768 (E— a + Spatial
resolution (scaled based on aspect ratio) 8 TO0 T Y upsampler
O § o ® " inimage
O & T 1 space
Gaussian noise FIOW matching 8 - _
training objective S No, Movie Gen's the beet”

Prof. Niessner \ Rpmzbl fu bm0o G47"



Movie Gen: A Cast of Media Foundation
Models

Spatial and temporal (i.e., fewer latent frames)
compression in the latent space

- —_—
— .".fr‘,—\‘.

———— % E - o '.'. z,:\“\
x P E o
\ — &5 — — ux —

q 53 == |

[7/8l
latent frames . - )
T input frames Dlscarc_l 8*IT/8]1-T T output frames
spurious frames

\ Rpmzbl fu bm0o G47~"
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Movie Gen: A Cast of Media Foundation
Models

s Spetes (ST ]
_

) | [

u

Temporal tiles [

Temporal latent tiles Rl F

Blended latent | . : :
Linear combination of L_..-—U

frames from 2 tiles \Rpmzbl fu bmo G47~r
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Movie Gen: A Cast of Media Foundation
Models

Spatial Upsampler converts 768 px videos to full HD
(1080p) resolution

ncode
ar-upsampled videos eature noise z, noise z,. 4 HD videos
(1080 x 1920) (1080 x1920)

Prof. Niessner \ Rpmzbl fu bm0o G47"



Text-to-Video

. .
- . S
m— ’ - e ™l & - - ~ - e

A girl is running across a beach and holding a kite. She's wearin
shorts and a yellow t -shirt. The sun is shining down.

- . - B : n . - = N &
-~ e Wt b4 . k
AL P A N e LA TR

g jean
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A man is doing a scientific experiment in a lab with rainbow wallpaper. The man has a serious
expression and is wearing glasses. He is wearing a white lab coat with a pen in the pocket. The

man pours liquid into a glass beaker and a cloud of white smoke blooms. )
Prof. Niessner \ Rpmzbl fu bmO0O G47~*




| ————

>

Original video Text input: Add blue pom poms to his hands.

o)
=
=
LLJ
e
D
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©
o
+—
>
O
|_

Text input: Replace the running clothes with an inflatable
Text input: Turn it to cactus desert. dinosaur costume.

Prof. Niessner \ Rpmzbl fu bmo G47"
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Wheels spinning, and a slamming sound as the skateboard lands on
concrete.

Prof. Niessner \ Rpmzbl fu bm0o G477~




NOVA - Autoregressive Video Generation

i = > *a '.n \"‘A‘T
- Wy e 5 - -;~'~ :
re-g i, N
\ S ) o .
’ v o L e »
> a I
-~ -4 l‘
>

A space shuttle launching into A 3D model of a 1800svictorian A panda drinking coffee in a cafe
orbit, with flames and smoke house in Paris, tilt up
billowing out from the engines



NOVA - Autoregressive Video Generation

Autoregressive Spatial
Set-by-Set Prediction €]

------------ Nt

Diffusion MLP |*

L)

Temporal Layers

(Autoregressive Frame-by-Frame Prediction)

| Diffusion MLP | )

{ | - O

1 [ Spatial ] s

RiRys )
T ey |

W | 5

] ©

-

s Y e s o R s o R o e S
[ Text Encoder ] <BOV> S1 S2 S3
A dog with a pink collar

looking out over the water.

\Ffoh fu bm0o G467
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NOVA - Autoregressive Video Generation

Tampnﬂ:l Per-tnl:en vs. Par-r.rama Praﬂintlnn

AR | (e
000000000 | 000000000
000000000 | o/B00000000
OooooooO0D | S ooooooooo
{{EE8000000 | 18000009000
000000000 | 1000000000
{/BE0000080 | /000000008
1000000000 | 000000000,

-------------------------------------------

A Each frame attends to the text prompts,
video flow, and its preceding frames.

A All current frame tokens are visible to
Prof. Niessner each other. 60

Optical flow helps
next frame prediction



NOVA - Autoregressive Video Generation

I.I_.--—' e e e T e e T T e T T T N T T T ST TS ST ST T T TR ST ST ST ST, H'I
! Current Indicator Tolken Unmasked Image Tokens :
L |
i
 _ |
|
Kﬁ )
_________________________________________________________________________________________________________ |
| . .
3 i A More efficient
Next Predicted Toleen Set The Rest of Masked Tok | i
| (. : " = s Hasen fanens | A Less cumulative
OOm | error
" o ) i
| T -

Prof. Niessner \Ffoh fu bm0O G46~ Cvupsfhsfttjwf Wjefpsilfoc
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3D Aware Diffusion
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DIffRF: Train with 3D Ground Truth

Radiance Field Fitting Radiance Diffusion Denoising Lgr + w(t)Lrep

Prof. Niessner [Mueller et al. 23] DiffRF 63



DIffRF: Results

Prof. Niessner

[Mueller et al. 23] DiffRF
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DiffRF: Masked Predictions

L

000 -

[Mueller et al. 23] DiffRF 65



DIffRF: Masked Predictions

[Mueller et al. 23] DiffRF 65



