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3D Aware Diffusion
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DIffRF: Train with 3D Ground Truth

Radiance Field Fitting Radiance Diffusion Denoising Lgr + w(t)LreB

Prof. Niessner [Mueller et al. 23] DIffRF 2



ffRF: Results

D

3

[Mueller et al. 23] DiffRF
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DiffRF: Masked Predictions

000 -

[Mueller et al. 23] DiffRF 4



DIffRF: Masked Predictions
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Prof. Niessner [Mueller et al. 23] DiffRF



L3DG: Latent 3D Gaussian Diffusion

3DGaussian
Optimization
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Encoder €o0debook Dpecoder

Quantizer I
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Sparsify

Generation

Pure Noise
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Densify
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L3DG: Latent 3D Gaussian Diffusion




L3DG: Latent 3D Gaussian Diffusion
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[Roessle et al. 24] L3DG




L3DG: Latent 3D Gaussian Diffusion

A Generating 3D Gaussians in latent space enables higher detail on
object-level generation and scalability to room -sized scenes.

Prof. Niessner [Roessle et al. 24] L3DG ¢



Discussion: Diffusion vs GANSs

Rspecmfn Jjt bmxbzt usbjojoh
A Diffusion: input vs output need same dimensionality

A GANSs: partial information feasible (e.g.,reprojection,
similar to GRAF, PIGAN, EG3D)

Prof. Niessner 10



DreamFusion

"a DSLR photo of a
peacock on a surfboard" Imagen

24, ~U(0, 1) l o(24|y; 1)

- . '

e ~N(0,I)

colorc |~ P(camera

NeRF 6 ) Backpropagate onto NeRF weights

Score Distillation Sampling (SDS)

Prof. Niessner [Poole et al. 22]DreamFusion 11



Score Distillation Sampling (SDS)

Loss functions for diffusion models

Loiet($, %) = Etmra(0,1),e~n(0,1) [W(E)||€s(cex + o1€5) — €]|3]

Training a diffusion model: ¢* — arg IIgn LDiff(Qs, X)

Sampling from a diffusion model? x* = arg min [:Diff(¢, X)
X

VgﬁDiff(qS, X = g(e)) — Et,e w(t) (€¢(Zt; Y, t) - 6) %
~ - S ; i S~

Noise Residual U-Net Jacobian Generator Jacobian

0€y(z¢; 3, t) ox ]

Prof. Niessner 12



Score Distillation Sampling (SDS)

Score distillation sampling

VoLos(6,x = 9(0)) £ Eu |0(t) Golainnt) — 9 5y

Lsps(0) = E¢ [w(t)KL(q(2¢; 0, y,t)||ps (2659, 1))]

= p(x)
= q(x)

ity




Score Distillation Sampling (SDS)

Using the score distillation loss

VoLsps(h,x = g(0)) = Ee,e [w(t) St - E)

Prof. Niessner
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DreamFusion

Prof. Niessner [Poole et al. 22]DreamFusion 15



DreamFusion

[Poole et al. 22]DreamFusion
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SDS Follow Ups

A ProlificDreamer (variational SDS)

Back Propagation

A highly detailed Text to Image
sand castle. lefusmna

| Epvetrain (Te+ 1,
: + Finetune | I Pftlfdm( N
S —_— | v —€4(xs,t,c,y)
N Sample \ e
-
: k @ ’ —L—  LoRA

B I ———

Rl ™ Render 2D Add Noise
%“ﬁ x NeRF/Mesh Image l? Back Propagation
1
Particles of NeRF/Mesh minE;  .||€s(xs, t, c.y) — €|2
Add Noise un e, clles(ze,t, ¢, y) 12
dg(b,c)
vQL:VSD(@) é ]Et,e,c |:w(t) (Epretrain (3315, t: yc) - eqz‘) (mta t7 C, y)) TQ’ 3

where x; = a;g(0, ¢)+ove.

Prof. Niessner [Wang et al. 23] ProlificDreamer 17



SDS Follow Ups

A ProlificDreamer (variational SDS)

Prof. Niessner [Wang et al. 23] ProlificDreamer 13



DreamGaussian

i) Generative Gaussian Splatting ii) Efficient Mesh Extraction
Text/Image
/1 B Densify
Optimize e
Diffusion —* '
Prior Random
View
SDS Loss ;
3D Gaussians 3D Gaussians Textured Mesh

Prof. Niessner [Tang et al.. 24] Dream Gaussian 19



DreamGaussian

a nendoroid a nendoroid _ a potted a 3D model a 3D model
of a cute boy of a cute girl 4 pEiguIn cactus plant of a fox of a soldier

Prof. Niessner [Tang et al.. 24] Dream Gaussian 20



SceneTex

“A Bohemian style living room” “A country style living room”

Scene geometry Scene with generated texture

Prof. Niessner [Chen et al.. 24]SceneTex 21






InstructNerf2Nerf

A Scene Editing: iteratively replace dataset with image
editing model + keep optimizing NeRF

O, ARSIN Ao,

&\"\,‘ak P

Original Dataset Image
U T A J;(‘

Conditioni
InstructPix2Pix I} on .' loning
Signal N\

Text Prompt

4T ¥ 3 Y :."' a
L | - “Turn the bear into a grizzly bear”
3 :

Current NeR Render Noise

Prof. Niessner [Hague et al.. 23] 23



https://arxiv.org/pdf/2303.12789

A.-\*’:_

Prof. Niessner [Haque et al.. 23


https://arxiv.org/pdf/2303.12789

World Building
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Exploit powerful 2D priors

A Manual creation of scenes takes tremendous
expertise and time: = g

Source: https://youtu.be/yCHT23A6aJA

A How can we leverage 2D diffusion models to
generate entire 3D worlds?

Prof. Niessner 26


https://youtu.be/yCHT23A6aJA

Text2Room

A Scene Generation: iteratively lift generated images
Into textured mesh via render -refine-repeat pattern

Yitchen"
'

_, text2image
inpainting

mono depth | i
inpainting

Depth | ]
- = Alignment ]
i-X -
217 Y Mesh Filter | i

& Fusion

Prof. Niessner [Hollein, Cao et al.. 23] 27



https://lukashoel.github.io/text-to-room/




WonderWorld : Interactive 3D Scene
Generation from a Single Image

P Marienpiatz in Munich

Prof. Niessner [Yu et al.. 25WonderWorld : Interactive 3D Scene Generation from a Single Image 29



WonderWorld : Interactive 3D Scene
Generation from a Single Image

y Guided depth ’ “ )
diffusion (—Q[) "/
— &)
Single-view
layer generation &% —)
Gwdance Optimize FLAGS
Input image Ground depth Guided depth Layer images
Text-guided " |i1 —> Guided depth e & >
[ ) outpainting s diffusion ‘
o @ <
N \. )
User moves ‘ LLM €= @ ® Guidance m Layer generation
camera - &
) T Optimize FLAGS
Rendered User specifies scene New scene image Rendered depth Guided depth New 3D scene

FLAGS = FastLAyered GaussianSurfels

Prof. Niessner [Yu et al.. 25WonderWorld : Interactive 3D Scene Generation from a Single Image 30
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ControlRoom3D

Sanleritic Proxy Raor

Pink Princess Children's Room

[Schult et al.. 24]
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https://jonasschult.github.io/ControlRoom3D/

ControlRoom3D

A Scene Generation with semantic control

2D Proxy Renderings

4
= 5

Panorama f Generation
AV A A
L]

Mono Depth
Estimator

S

Init

/ J "Rustic farmhouse living room"\

2D Proxy Renderings

)

Partial RGB / Mask Rendering

k Depth Alignment

&/

Prof. Niessner

kterative Mesh Reconstruction @/

Completion @

Semantic % Inpainting

~
Quperimposed Depth Alignment @J

Mono Depth
Estimator

<

[Schult et al..

24]
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https://jonasschult.github.io/ControlRoom3D/

Video Models For 3D Generation

Iterative Video Trajectory Generation
explore scene along next camera path

1. generate videos along camera
trajectories (cond on prev data)

2. reconstruct 3D scene from all
frames (e.g., 3DGS /NeRF)

o 2 -~
select 5 condition images from scene memory & =
),

- _ =S Y
-~ =13
. generated video

[Schneider, Hollein et al.. 25]

Needed: explicit camera control for video generation

A Via pixel-x | traymapsp
A Via reprojection + inpainting

Prof. Niessner 33


https://mschneider456.github.io/world-explorer/

A Plucker (pixel-x j traymapsp +

CameracCitrl

tgfdjgjft

A Train only a few mapping layers + camera encoder

g
LS

==
LIS

Pliicker Embedding

I
bxnx6xhxw
PeR :

Zt

Prof. Niessner
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______________________

| Camera Encoder & (" . [12D ResNet Block Ct ><D: ~t
| ' R(bxhxrw)xﬂ,xg R(bxhxw)ana
H [l _, 1 [ Temporal Attention
: 2D U-Net Block R(thXw)Xan
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l l l l [ l 1 I LineaI layer

l

<t
[He et al.. 24]

O

Temporal Attention Layer
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https://arxiv.org/pdf/2404.02101

Prof. Niessner

[He et al.. 24]
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https://arxiv.org/pdf/2404.02101

ViewCrafter

A Pointcloud renders specify camera motion
A Finetune video model on this inpainting task

O Iterative View Synthesis

I
Update Point Cloud Reference Image(s? Point-conditioned Novel Vfgws
Reconstruction =Ll A Video Diffusion e zaowan-
E |
= |
Point Cloud Renders _Noise |

el ) Video
Ul b Denoising
ik U-Net

57

Latent Images

Camera Trajectory

Prof. Niessner [Yu et al.. 24]



https://arxiv.org/pdf/2409.02048

Prof. Niessner

ViewCrafter
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[Yu et al.. 24]
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https://arxiv.org/pdf/2409.02048

Wonderland: Navigating 3D Scenes from
i_ngle Image

Y
b |
B

Prof. Niessner [Liang et al.. 24] Wonderland: Navigating 3D Scenes from a Single Image 38



Wonderland: Navigating 3D Scenes from
a Single Image

Dual-branch camera conditioning

Camera
Token

CameraEmbeddmg
cu'l
A —»
E\ :
atchify |

Single Image

ﬁ@

\ (7 v T H
) AV V. o 7 1
! v % 2D Patchify

] Y, i & Linear

' o % 77 A

1

: Ve e
) Generated
Video Latent

Camera Embedding Visual Token Camera Token VisCam Token D Cam-LoRA @ Zero-linear [: Transformer Block @ Element-wise Sum © Concatenate

) | )
¥ l
Camera-guided video diffusion model Feed-forward reconstruction with
latent large reconstruction model
(LaLRM)

Prof. Niessner [Liang et al.. 24] Wonderland: Navigating 3D Scenes from a Single Image 39



FlexWorld : Progressively Expanding 3D
Scenes for Flexiable-View Synthesis

Prof. Niessner [Chen et al.. 25]FlexWorld : Progressively Expanding 3D Scenes for Flexiable-View Synthesis



FlexWorld : Progressively Expanding 3D
Scenes for FIeX|abIe View Synthe5|s

FlexWorld g

o0 ;! 2 &l q, »
s.ﬁ.w

l Dense stereo I Output Flexible-view (e.g. 360° rotation) renderings

Progressive 3D expansion Update

Expansion |

Rendering Dense stere(;\ I Optimization

t e -
/ Large view change & Strong V2V diffusion e —3 |
= Ny

Prof. Niessner [Chen et al.. 25]FlexWorld : Progressively Expanding 3D Scenes for Flexiable-View Synthesis 41



GEN3C: 3D Informed World -Consistent Video
Generation with Precise Camra Control

Q.-




GEN3C: 3D Informed World -Consistent Video
Generation with Precise Camera Control

Spatial-temporal cache: one colored Fuse renderings from different point
3D point cloud per input view clouds, by max pooling in latent space
|
~ Inputs \,  Spatial- 3D cache (Sec. 4.1) \‘ Render 3D cache (Sec. 4.2)

=il
B | . 590 =

Single-view (V = 1,L = 1) ‘I‘l‘ @ 6 Duplicate ¢
4 :_/— :

3D-informed video
generation (Sec. 4.3)

Latent video

\ Japoouy]

Multiple tasks supported

Dynannc video(s) (V = 1,L > 1)) E
Prof. Niessner [Ren et al.. 25] GEN3C: 3Bnformed World ConS|stent Video Generation W|th Precise Camera Control 43




Stable Virtual Camera: Generative View
Synthesis with Diffusion Models

Input:
single
Image

44



