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3D Tasks



Tasks: 3D Classification

(a) bathtub

Instance:
010.toilet_000000079.001
Predicted label:
toilet

True label:
- toiet

(d) monitor

Class from 3D model (e.g., obtained with Kinect Scan)

Prof. Niessner [Maturana et al. 15] & [Qi et al. 16] 3D vs Mukview



[and

: 3D Semantic Segmentation

1500 densely annotated 3D scans; 2.5mio RGB-D frames

Prof. Niessner [Dai et al. 17]5canNet



Tasks: 3D Detection / Instance Segmentation

Prof. Niessner [Hou et al. 19] 3D SIS




Generative 3D Tasks

Point Clouds

Parametric Surfaces

Implicit Surfaces

1

1

1

1

Yo.sfo.s] 1

JEEEE QDD DE

Truncated Signed Distance Field (TSDF)

Control

Polygon

Control Point

Prof. Niessner



TUTi

Volumetric Grids



Volumetric Grids

Volumetric Data Structures
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Volumetric Grids

A 3D Convolutions
T Direct extension of 2D convolutions

A Often: occupancy grid, signed/unsigned distance fields

A Operate on regular grid structures
I Get neighborhood structures and spatial propagation
I Well-defined pooling and unpooling for hierarchical processing
I Cubic growth in memory

Prof. Niessner

10



Object Classification /w 3DCNNs

Anisotropic Probing Network in Network

39 3 3

‘-_ ya
1i 30 i}_: ] ?)[_-_; -},E
1
5

30 3 3

Softmax
Loss

T T T
mlpconv mlpconv mlpconv

(a) bathtub

Prof. Niessner (¢) cair

(b) sofa

3D CNN Obiject
Classification Architecture

[Qietal..17] 3D CNNs 11



ScanNet: Semantic Segmentation in 3D
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Prof. Niessner [Dai et al. 17]5canNét



ScanNet: Sliding Window

Voxel Predictions Ground Truth Voxel Predictions Ground Truth

B unannotated [ wall floor chair [l table | desk [libed [ bookshelf [l sofa [l sink B bathtub [ toilet

curtain counter [ door [ window [ shower curtain [ refrigerator [l picture cabinet . otherfurniture

Prof. Niessner [Dai et al. 17]5canNét



Generative Tasks: 3D Shape Cﬂnpletion
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SurfaceNet: Stereo Reconstruction

(a) reference model  (b) SurfaceNet

Runon32x32x32blockss@ ubl ft gpsf wfsZA&E

Prof. Niessner [Ji et al. 17)5urfaceNet



ScanComplete : Fully Convolutional
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Prof. Niessner [Dai et al. 18]ScanComplete



Dependent Predictions:
Autoregressive Neural Networks
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Prof. Niessner [Dai et al. 18]ScanCompléte



Spatial Extent: Coarse-to-Fine Predictions

Tt}

Completed Scan (18.8cm? voxels)

Input Partial Scan (4 Jee voxels) ‘ Completed Scan (4.7cm? voxels)

Prof. Niessner [Dai et al. 18]ScanCompléte



ScanComplete : Fully Convolutional

Input PartialScan

Prof. Niessner [Dai et al. 18]ScanCompléte



Conclusion so far

A Volumetric grids are easy and naturally extend 2D
CNNs and other concepts

I Encode free space

I Encode distance fields

I Need a lot of memory

I Need a lot of processing time

i But can be used sliding window or fully -conv.

Prof. Niessner
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Conclusion so far

oG o1 PGy

10.41% 5.09% 241%

Surface occupancy gets smaller with higher resolutions

21



Volumetric
Hierarchies



Discriminative Tasks
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https://arxiv.org/abs/1611.05009
https://wang-ps.github.io/O-CNN.html

Generative Tasks

Need to infer structure!

d Octree Octree Octree
CIa level 1 level 2 level 3

Prettyinteresting: they have
end-to-end method: i.e.,split
voxels that are partially
occupied

323 643 1283

Octree Generating Networks: Efficient Convolutional Architectures for-téspiution Outputs
OetNetkusionLearning Depth Fusion from Ddthat one not end to enyl 24



https://lmb.informatik.uni-freiburg.de/Publications/2017/TDB17b/
https://arxiv.org/abs/1704.01047

Conclusion so far

A Hierarchies
I are great for reducing memory and runtime
I Comes at a performance hit
I Easier for discriminative tasks when structure is known

Prof. Niessner
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Multiple Views: Classification

A RGB images from fixed views around object:
I view pooling for classification (only RGB;no spatial corr. )

—> CNN,
ﬁ 8 bathtubp
bedo
) chair———

) - desk[—

) View H CNN J_. dresser[J

pooling 2
] .

toilet—

3D shape model
rendered with 2D rendered our multi-view CNN architecture output class
different virtual cameras images predictions

Prof. Niessner— Multi-view Convolutional Neural Networks for 3D Shape Recognition  ?’



http://vis-www.cs.umass.edu/mvcnn/

Multiple Views: Segmentation
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3D Shape Segmentation with Projective Convolutional Networks

Thisone is interesting in a sense that it does 3D shape segmentation (only on CAD mq
But it uses multview and has a spatial correlation on top of the mesh surface

Prof. Niessner
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http://people.cs.umass.edu/~kalo/papers/shapepfcn/ShapePFCN.pdf

Hvo uijohAaA&

Multi-View Standard Rendering Multi-View Sphere Rendering

{ l — _Sh
P 3D Shape J-:’F

Method #Views AcGlracy @ccuracy
(class) (instance)

SPH (reported by [33]) - 68.2 -

LFD (reported by [33]) - 75.5 -

FV (reported by [32]) 12 84.8 -

Su-MVCNN [32] 80 90.1 -

PyramidHoG-LFD 20 87.2 90.5

Ours-MVCNN 20 89.7 92.0

Ours-MVCNN-MultiRes 20 91.4 93.8

Table 3. Comparison of multi-view based methods. Numbers

reported are classification accuracy (class average and instance
b, / ] ’ average) on ModelNet40.

Volumetric Occupanéy Grid

Figure 1. 3D shape representations.

Prof. Niessner Volumetric and MultiView CNNs for Object Classification on 3B’ Da
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Hybrid: Volumetric +
Multi-view

Prof. Niessner



2D + 3D SemanticSegmentation

avgclass accuracy

Resolution Mismatch!

Prof. Niessner [Dai & Niessner 18] 3BMV



3D Volumetric + Multi-view

v

floor wall . cabinet bed chair . sofa table . door window . bookshelf . picture . counter desk curtain . refrigerator . bathtub shower curtain .toilet . sink .otherfurn

Prof. Niessner [Dai & Niessner 18] 3DMV
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Prof. Niessner
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3D Volumetric + Multi-view
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Prof. Niessner [Dai & Niessner 18] 3DMV




3D Volumetric + Multi-view

avgclass accuracy

[Dai & Niessner 18] 3DMV



3D Volumetric + Multi-view

avgclass accuracy

[Dai & Niessner 18] 3DMV



3D Volumetric + Multi-view

avgclass accuracy

Prof. Niessner [Dai & Niessner 18] 3DMV



3D Volumetric + Multi-view

wall [floor| cab bath|other|| avg

<
2d only (1 view) 37.1139.1]26.7 2136.3] 204 ||27.1
2d only (3 views) 58.6|62.5(40.8 7161.5]34.3 |[44.2
Ours (no geo input) 76.2192.9(59.3 )180.8] 9.3 ||58.2
Ours (3d geo only) 60.4|95.0 | 54.4 3187.0] 20.6 || 54.4
Ours (3d geo+voxel color)|[ 58.8|94.7 | 55.5 1|85.4|20.5(55.9
Ours (1 view, fixed 2d) 77.3]96.8]70.0] € 3[87.0]58.5[69.1
Ours (1 view) 70.7196.8 |61.4 5(81.6]51.7 || 70.1
Ours (3 view, fixed 2d) 81.1/96.4 | 58.0 1192.5]160.7 || 72.8
Ours (3 view) 75.2197.1|66.4 1[89.9]57.2 || 73.0
Ours (5 view, fixed 2d) 77.3195.7]68.9 7193.5|59.6 || 74.5
Ours (5 Vlew) 73.9195.669.9 3194.7| 58.5 ||'75.0

Prof. Niessner [Dai & Niessner 18] 3DMV



Conclusion so far

A Hybrid:
I Nice way to combine color and geometry
I Great performance (best so far for segmentation)
I End-to-end helps less than we hoped for
i Epvme c¢cf gbtuf s &

Prof. Niessner
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Deep Learning on Point Clouds: PointNet

PointNet

mug? @ N y £
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car?

Classification Part Segmentation ~ Semantic Segmentation

Prof. Niessner [Qi et al. 17PointNet



Deep Learning on Point Clouds: PointNet

Classification Network
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Prof. Niessner [Qi et al. 17PoirtNet



PointNet++

Main idea
0 Learn hierarchical representation of point cloud
0 Apply multiple (simplified) PointNets at different locations and scales
0 Each Scale: Furthest-Point Sampling -> Query Ball Grouping -> PointNet
0 Multi-scale or Multi-resolution grouping for sampling density robustness

Evaluations: Classification, Part Segmentation, Scene - Segmentation

concat

Hierarchical point set feature learning

(@ (®)
Figure 3: (a) Multi-scale
grouping (MSG); (b) Multi-
resolution grouping (MRG).

sampling &~ pointnet sampling &
grouping grouping

pointnet

7 5
e 7
set abstraction set abstraction

[Qi et al. 17PointNet444+



Point Convolutions

Main idea | o L
0 Transform points to continuous R3
representation (RBFs)
0 Convolve in R3
0 Restrict results to points
Uses Gaussian RBF representation. L” 13

Boils down to computing fixed weights for
convolution .

Convolution Restriction

-
o

FpoGu vtf sfbm ebub bt Ze op X!
%60 —Ours
Point Convolutional NN by Extension Operators < _EZ::::;‘H‘
Matan Atzmon, Haggai Maron, Yaron Lipman (SIGGRAPH 2018) 400 0-5 1

Missing data ratio 45


https://arxiv.org/abs/1803.10091

Point Transformer

(N, 32) (Nf4l 64) (N/16, 128) (N/64,256)  (N/256, 512) (N/ZSé, 512) (N/Ml 256) (Nflé; 128) (N/4, 64) (N, 32) (N, Daw)
Point Transformer
% MLP
— - - [ - — — g ‘ Transition Down
’fj Global AvgPooling
‘ Transition Up
(N, 32) (N/4, 64) (N/16, 128) (N/64,256)  (N/256,512) (1,512) (1, Dow)

Figure 3. Point transformer networks for semantic segmentation (top) and classification (bottom).

input: (x, p;) input;: (x, py) inputy: (x,, p2)

[ e ] [ e ]

point transformer interpolation
summation

output: (y, p,)

input: (X, p)

local max pooling

output: (y, p2)

output: (y, p)
https:// arxiv.org/pdf/2012.09164

4
[Zhao et al. 21] Point Transformer

(a) point transformer block (b) transition down (¢) transition up 6

Figure 4. Detailed structure design for each module.


https://arxiv.org/pdf/2012.09164

Conclusions so far

A PointNet variants:
I Train super fast (also testing)
I Can cover large spaces in one shot
I Cannot represent free space
I Performance (mostly) worse than pure volumetric
I Still lots of ongoing research!

Prof. Niessner

47



Point Sets (local)

Point Convolutional NN by Extension Operators (SIGGRAPH 2018)
Tangent Convolutions for Dense Prediction in 3D (CVPR 2018)

Nearest point neighborhoods
Dynamic edge -conditioned filters in convolutional neural networks on graphs (CVPR17)
3D Graph Neural Networks for RGBD Semantic Segmentation (ICCV17)
PPENet: Global context aware local features for robust 3d point matching (CVPR18)
FeaStNet: Feature-Steered Graph Convolutions for 3D Shape Analysis (CVPR18)

Very interesting combination where convolutions are essentially over line segments in
3D, and where both locations and are being optimized

https ://arxiv.org/abs/1605.06240

Idea is great, performance could be a bit better (probably hard to optimize)

49


https://arxiv.org/abs/1803.10091
http://vladlen.info/papers/tangent-convolutions.pdf
https://arxiv.org/abs/1704.02901
http://www.cs.toronto.edu/~rjliao/papers/iccv_2017_3DGNN.pdf
https://arxiv.org/abs/1802.02669
https://arxiv.org/abs/1706.05206
https://arxiv.org/abs/1605.06240

TUTi
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Sparse Convolutional Networks

Regular, dense 3x3 Convolution

-> set of actives (non-zeros) grows rapidly
-> need a lot of memory

-> takes a long time for feature prop.

_ SubmanifoldSparse Convolutional Networks, https:#rxiv.org/abs/1706.01307{Graham et al. 18]
Prof. Niessner 3D Semantic Segmentation wifubmanifoldSparse Convolutional Networks



https://arxiv.org/abs/1706.01307

Sparse Convolutional Networks

Regular, dense 3x3 Convolution

-> set of actives (non-zeros) grows rapidly
-> need a lot of memory

-> takes a long time for feature prop.

_ SubmanifoldSparse Convolutional Networks, https:#rxiv.org/abs/1706.01307{Graham et al. 18]
Prof. Niessner 3D Semantic Segmentation wifubmanifoldSparse Convolutional Networks



https://arxiv.org/abs/1706.01307

Sparse Convolutional Networks

o m m E

_ SubmanifoldSparse Convolutional Networks, https:#rxiv.org/abs/1706.01307{Graham et al. 18]
Prof. Niessner 3D Semantic Segmentation wifubmanifoldSparse Convolutional Networks



https://arxiv.org/abs/1706.01307

Sparse Convolutional Networks

Submanifold Sparse Conv:

-> set of active sites is unchanged

-> active sites look at active neighbors (green)
-> non-active sites (red) have no overhead

_ SubmanifoldSparse Convolutional Networks, https:#rxiv.org/abs/1706.01307{Graham et al. 18]
Prof. Niessner 3D Semantic Segmentation wifubmanifoldSparse Convolutional Networks



https://arxiv.org/abs/1706.01307

Sparse Convolutional Networks

Submanifold Sparse Conv:
-> disconnected components do not communicate at first
-> although they will merge due to effect of stride, pooling, convs, etc.

from left: () an active point is highlighted; a convolution with stride 2 sees the green active sites (ii) and produces output (iii),
‘children’ of hightlighted active point from (i) are highlighted; a submanifold sparse convolution sees the green active sites (iv)
and produces output (v); a deconvolution operation sees the green active sites (vi) and produces output (Vii).

_ SubmanifoldSparse Convolutional Networks, https:#rxiv.org/abs/1706.01307{Graham et al. 18]
Prof. Niessner 3D Semantic Segmentation wiubmanifoldSparse Convolutional Networks



https://arxiv.org/abs/1706.01307

Sparse Convolutional Networks

https:// github.com/NVIDIA/MinkowskiEngine =5



https://github.com/NVIDIA/MinkowskiEngine

