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Generative Adversarial Networks (GANS)

List of All (arXiv) Adversarial Example Papers
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Convolution & Up Convolution

Output

Input

Convolution Up (transposed) convolution
no padding, no stride no padding, no stride

Prof. Niessner https://github.com/vdumoulin/conv arithmetic



https://github.com/vdumoulin/conv_arithmetic

Autoencoders & Variational Autoencoders
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Autoencoder: Reconstruction

Input Image
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Training Autoencoders
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Decoder as Generative Model
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Generative Adversarial Networks (GANSs)
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Generative Adversarial Networks (GANSs)
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Generative Adversarial Networks (GANS)

D tries to make

D(G(z)) near 0,

D(x) tries to be ( tries to make

near 1 D(G(z)) near 1
leferentlable
function D

x sampled from x sampled from

data model
real data fake data
Differentlable
function G
( Input noise z )

Prof. Niessner [Goodfellow et al. 14/16] GANs




GANSs: Loss Functions

Discriminator loss

1 1
JP) = — “Egpy log D(@) = SE-log (1 - D (G(2)))

i J
I

binary cross entropy

Generator loss

JG) — _ 7(D)

A Minimax Game:
I G minimizes probability that D is correct
I Equilibrium is saddle point of discriminator loss

-> D provides supervision (i.e., gradients) for G
Prof. Niessner [Goodfellow et al. 14/16] GANs



GANSs: Loss Functions

Discriminator loss

1 1
JP) = —ZBarpy, log D(@) — 5Bz log (1 - D (G(2))
Generator loss
1
JG) = —§]Ez log D (G(z))
A Heuristic Method (often used in practice)

I G maximizes the log -probability of D being mistaken
I G can still learn even when D rejects all generator samples

Prof. Niessner [Goodfellow et al. 14/16] GANs



Alternating Gradient Updates

A Step 1: Fix G, and perform gradient step to

1 1
JP) = — “Fgpy log D(@) — SE.log (1 - D (G(2)))

A Step 2: Fix D, and perform gradient step to

1
JG) = —§Ez log D (G(z))

Prof. Niessner 16



Vanilla GAN

for number of training iterations do
for £ steps do

e Sample minibatch of m noise samples {z(l), e z(m)} from noise prior p,(2).
e Sample minibatch of m examples {x"),.. ., 2(™)} from data generating distribution
pdata($)-

e Update the discriminator by ascending its stochastic gradient:
RS i i
nga Z_; {logD (az( )) + log (1 - D (G (z( ))))] :

end for
e Sample minibatch of m noise samples {z(}) ..., z(™)} from noise prior p,(2).
e Update the generator by descending its stochastic gradient:

Vo, 2 oe (120 (6 (=),

end for
Prof. Niessner https://papers.nips.cc/paper/5423 -generative -adversarial-nets 17
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Putting it all Together
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min max V(D, G) = By a) 108 D@)] + Exnp, () log(1 — D(G(2)))]

. Vitaly Bondar: Generative Models Lecture
Prof. Niessner



raining a GAN

https://medium.com/ai__-society/gans -from-scratch-1-a-deep -introduction -with -code -in-pytorch -and-tensorflow -cb03cdcdba0f
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GANSs: Loss Functions
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[Goodfellow et al. 14/16] GANs



DCGAN: Generator
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Prof. Niessner DCGAN: https://github.com/carpedm20/DCGAN  -tenSorflow
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DCGAN: Results
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DCGAN: Results

2
.
; - -

Results on CelebA (200k relatively well aligned portrait photos)
Prof. Niessner DCGAN: https://github.com/carpedm20/DCGAN _ -teASorflow
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DCGAN: Results

Asian face dataset

DCGAN: https://github.com/carpedm20/DCGAN -tensgrflow
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DCGAN: Results
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DCGAN: https://github.com/carpedm20/DCGAN
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Training Schedules

A Adaptive schedules

For instance
while loss_discriminator >t_d:
train discriminator
while loss_generator >t _g:
train generator

Prof. Niessner
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Weak vs Strong Discriminator

A Need balance J

A Discriminator too weak?

I No good gradients (cannot get better than
UOgLUOI T p

A Generator too weak?
I Discriminator will always be right

Prof. Niessner
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Mode Collapse

| El A@'O0O) | ABE® 00

A ‘Oin inner loop -> convergence to correct dist.
A “Oin inner loop -> easy to convergence to one sample

Target

. -
- - - -

Step 0 Step 5k Step 10k Step 15k Step 20k Step 25k

[Metz et al. 16},

Prof. Niessner



Mode Collapse

A Same data dimenSion Mode recovery vs Number of modes
A Performance correlates . aniod 2

with dim of manifold

A Performance correlates
with # of modes

Mode recovery rate
o o
[8)] ~l
o (6]

o
N
a

-> More modes, smaller recovery rate!

Manifold dim: 32

Manifold dim: 128

-> part of the reason, why we often see T4 16 64
GAN-results on specific domains (e.g., Number of modes
faces)

Prof. Niessner Slide credit Ming - Yu Liu33
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Mode Collapse

A Same # of modes Mode recovery vs manifold dimension
A Performance correlates 1 o e—
I I I Data dim: 512
with dim of manifold P oaa dm: 208
- ala aim:
A Performance non - -
correlated with data S 05
dimensions .
é 0.25
-> Larger latent space, 0 B '
more mode collapse 2 8 32 128

Manifold dimension

Prof. Niessner Slide credit Ming -Yu Liu34



Problems with Global Structure
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Prof. Niessner

Problems with Counting
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Evaluation of GAN Performance

37



Evaluation of GAN Performance

ASgUFYnUGTTGLUCUAYL TY O©OLWYYG
alre

A People cherry pick results in papers -> some of them
will always look good, but how to quantify?

A Do we only memorize, or do we generalize?

A GANs are difficult to evaluate! [This et al., ICLR 2016]

Prof. Niessner 38



Evaluation of GAN Performance

A Human evaluation:
I Every n updates, show a series of predictions
I Check train curves
i CUguYnt OLjYOCt I bYttt noYoOg
A Need variety!
AduuYnt FouvYugdzOYol O Cl Lju ¢
i kTYGuYnt OLfFouvYCttbYtttniY

hyperparameters | |
New: Use VLMs to audoatch it!

Prof. Niessner 39



Evaluation of GAN Performance

A Inception Score (IS)
I Measures saliency and diversity

I Train an accurate classifier
I Train an image generation model (conditional)

I Check how accurate the classifier can recognize
the generated images

i 8gbOLjYLjt 80Y g LjLji s udGt FLjYgT

Prof. Niessner 40



Evaluation of GAN Performance

A Inception Score (IS)

I Saliency: check whether the generated images can
be classified with high confidence (i.e., high scores
only on a single class)

I Diversity: check whether we obtain samples from
all classes
What if we only have one good image per class?

Prof. Niessner 41



Evaluation of GAN Performance

A Frechet Inception Distance (FID)

I Calculates the feature distance between the real and
synthetic distribution (modelled by multivariate Gaussian)

I Pros:
A More robust to noise then IS
A No class concept needs
I Cons:
A Still relies on pretrained Inception-V3 model features

Prof. Niessner 42



Evaluation of GAN Performance

A Could also look at discriminator

I If we end up with a strong discriminator, then
generator must also be good

I Use D features, for classification network
I Only fine-tune last layer
I If high class accuracy -> we have a good D and G

. 9dz2OguWYnt OLfFouYLOO®YGinOLjs |

Prof. Niessner



Other Objective Functions
WUOUI GLjGGLYALYLIUGFng! nl 1

GAN DISCRIMINATOR LOSS

GENERATOR LOSS

MMGAN L™ = —E,np, [log(D(2))] — Ezmp, [log(1 — D(2))]

LG = Ez~pg[log(l — D(£))]

NS GAN LPMN = —Egnpy[log(D(x))] — Eznpg [log(l — D(2))]

LG = —Egnp, [log(D(2))]

WGAN Ly = —Eznpy[D(@)] + Egnpg [D(2)]

LT = —Banp, [D(2)]

WGANGP  LYOMNGF — £NOAN L AR, po [(||[VD(az + (1 — ai)||z — 1)?]

LT = —Banpy [D(2)]

LSGAN L5 = _E.p, [(D(z) — 1)%] + Esnp, [D(2)?]

LG = —Eanpy [(D(2 — 1))7]

DRAGAN LM = LI 4 XE; . 4 nr(0,0)[(IIVD(@)]]2 — 1)2]

LGN = Eznpg [log(l — D(2))]

BEGAN Ly =Eonpylllz — AE(2)|[1] — ktEanpy (|| — AE(2)]]1]

L& =Eanpy[l|2 — AE(2)]]1]

Prof. Niessner

Vitaly Bondar: Generative Models Lecture



Other Objective Functions
WUOUI GLjGGLYALYLIUGFng! nl 1

GAN DISCRIMINATOR LOSS GENERATOR LOSS

MMGAN L3 = —Eqrp, [log(D(2))] — Esnpg log(l — D(2))] LI = Egrpg[log(1 — D(2))]
NSGAN LY = —E,p, [log(D(2))] — Eznpg[log(1 — D(2))] LEM = —Ezp, [log(D(2))]
WGAN LY = —E,p, [D(2)] + Esnp, [D(3)] LI = —Egmpy [D(2)]

WGANGP  LYOMNOF — £¥OAN L AR, oo [(IIVD(az + (1 — ad)|lz — 1)2]  LEANF = _E;zp, [D(2)]

LSGAN L5 = _E,p, [(D(2) — 1)%] + Esnp, [D(2)] L5 = —Epp, [(D(& — 1))
DRAGAN LM = £38 4 XE; (w0, [(1[VD(@)][2 — 1)) LY = Bg oy [log(1 — D(%))]
BEGAN  LE = E,p,[|lz — AE(@)|l1] — k:Esnp, (|18 — AE@)[[1]  LE = Esnp, (|18 — AE(@)|]1]

The loss function alone will not make it suddenly work!

. Vitaly Bondar: Generative Models Lecture
Prof. Niessner



GAN Losses: WGAN

Vuy [ Zz 1 fw(x(z)) — Zz 1 fw(QO(Z(Z ))]

Real image x :

Critic f S I . ,

: :

z~ N(,1) :
or Generator |

z~ U(1,1) J |
H —Vorm Lit1 fulge(z?) :

Prof. Niessner https:/medium.com/@jonathan_hui/gan __-wasserstein-gan-wgan-gp-6ala2aalb490 46
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GAN Losses: WGAN

Discriminator/Critic Generator
EAN 90,1 3" g (5) +10g (1~ D (6 (=) Vo, & i 1og (D (G (=)
WGAN Vil 3 [£(®) - f(c (z9))] Vo%f; f(c(z9))
i=1 i=

Prof. Niessner https://medium.com/@jonathan hui/gan  -wasserstein-gan-wgan-gp-6ala2aalb490 47
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GAN Losses: WGAN

Algorithm 1 WGAN, our proposed algorithm. All experiments in the paper used
the default values a = 0.00005, ¢ = 0.01, m = 64, Ncritic = 9.

Require: : «, the learning rate. ¢, the clipping parameter. m, the batch size.
Neritic; the number of iterations of the critic per generator iteration.
Require: : wy, initial critic parameters. 6, initial generator’s parameters.

1: while # has not converged do

for t =0, ..., neritic do
Sample {z()}7, ~ P, a batch from the real data.
Sample {z(¥}™  ~ p(z) a batch of prior samples.
Juw < Vu [% > e fu(a®) — m it fw(gﬁ’(z(i)))]
w < w + a - RMSProp(w, gu)
w <+ clip(w, —e¢, )

end for

Sample {z()}™ ~ p(z) a batch of prior samples.

9o —Vok Y7 Fulga(z"))

11: 6 < 0 — o - RMSProp(6, gg)

_ 12: end while
Prof. Niessn._. mtps://medium.com/@ionatnan nui/qan -Wasserstein-qan-wqan-qp-balazaalb490 48
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JSD estimate

GAN Losses: GAN

&l § T i 1 ) E 3 9 e o T T T T T T T
GAN — DCGAN GAN — DCGAN
1.0 | . 8|
0.8 | | -
g 6l :
o
[
S
[
2 4} :
(']
(G]
k f
3 . J‘ |
| — - —_
a i -
0_0 | | 1 L I 1 | 0 1 1 1 1 1 L 1
0 50000 100000 150000 200000 250000 300000 350000 400000 0 50000 100000 150000 200000 250000 300000 350000 400000
Generator iterations Generator iterations

L3 s (1-0 (6 (=) DHCICIED))

Prof. Niessner https://medium.com/@jonathan hui/gan  -wasserstein-gan-wgan-gp-6ala2aalb490 49
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Prof. Niessner

Wasserstein estimate

GAN Losses: WGAN

3.5

 WGAN — DCGAN
3.0 | ]

25 -

v A 4

0.0

L 1 1 1 1
0 100000 200000 300000 400000 500000 600000
Generator iterations

—rlr—z, 2111 fw(x(i)) - ’Tlﬁ Z:ll fw(ga(z(i)))

https://medium.com/@jonathan hui/gan  -wasserstein-gan-wgan-gp-6ala2aalb490
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GAN Losses: WGAN

A + mitigates mode collapse
A + generator still learns when critic performs well
A + actual convergence

A Enforcing Lipschitz constraint is difficult
ACOGtUUOYLClssdFt YGLjYwu Ol | GI COi
I ->too high: takes long time to reach limit; slow training
-> too small: vanishing gradients when layers are big

Prof. Niessner 51



GAN Losses

A Many more variations!!!

A High-COdzZOCYUFn Ol LiggFnidFt YYwCH
the actual loss (i.e., D) to provide gradients for G

A CGgALjYLjug!l uYLjGOs COWYUTYUuU
randomly shuffle loss around; always try easy things .
TAdl Lig YA GQY¢ GQYULjGOs COYUO!

Prof. Niessner 52



TUTi

GAN Architectures



Progressive Growing GANs

G Latent Latent Latent
v
: | 8x8 I it 2
: | 1
| |
: : n ]
i : ' '
: : l ]
5 1024x1024 |
B i L™
Tl
. i Reals . {Reals . iReaIs
D o i 1024x1024 |
I[ II
[ |
L |
. v v | ]
o [ 8x8 | - ,'
4 &a
Training progresses >

Prof. Niessner https://github.com/tkarras/progressive_growing_of gans _ [Karraseual. 17]



https://github.com/tkarras/progressive_growing_of_gans

StyleGAN|X]
Architectures



Prof. Niessner

StyleGAN Architectures

Latent 2 € Z

Fully-connected

Progressive GAN

Method | CelebA-HQ | FFHQ
A Baseline Progressive GAN [30] 7.79 8.04
B + Tuning (incl. bilinear up/down) 6.11 5.25
C + Add mapping and styles 5.34 4.85
D + Remove traditional input 5.07 4.88
E + Add noise inputs 5.06 4.42
F + Mixing regularization 5.17 4.40

56
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StyleGANIX] Architectures

Latent 2 € Z Latent Z € Z . Noise
Synthesis network g

Const 4x4x5]12

Normalize
Mapping

Fully-connected

88

Progressive GAN StyleGAN
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Fine from B

Prof. Niessner

Coarse styles
(4%-8?)

Middle styles
(162 -32?)

Fine styles
(64— 1024?)

https://WWW.youtube.com/watch?v:kSLJgaSOumA



TUTi

Conditional Generative
Adversarial Networks
(CGANS)



Generative Adversarial Networks (GANSs)

O

Discriminator

O w

Real

)
Real world Sample
images
“O
!‘Od
= Generator ~ Sample

Latent random variable

Prof. Niessner

Fake

004

sS07
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GAN Manlfold
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GAN Manifold

Linear interpolation in z space: 'Oa  ot(d &) "Oa

Prof. Niessner [Radford et al. 15]Deep Convolutional Generative Adversarial Networks 62



Conditional GANs (cGANSs)

X

Input image Generator
X

Input image Generator

Prof. Niessner

L(X)

Output image
G(X)

Output image

.

—| D | Realv
A\ L

Discriminator

M

—1| D |}~ Real toov
L

Discriminator
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IGANS: Overview

LYY

original photo different degree of image manipulation

Project ‘ . t |
Editing Ul 5// Edit Transfer

~ o S84

projection on manifold transition between the original and edited projection

Prof. Niessner [Zhu et al. 16]Generative Visual Manipulation on the Natural Image Manifold 64



IGANS: Overview

LYY

original photo different degree of image manipulation

Project ‘ . t |
Editing Ul 5// Edit Transfer

& S84

projection on manifold transition between the original and edited projection

Prof. Niessner [Zhu et al. 16]Generative Visual Manipulation on the Natural Image Manifold 65



IGANS: Projecting an Image onto the Manifold

Input: real image w
Output: latent vector z

Optimization
2" =argmin L(G(z), x

'

I Reconstruction loss 0 I I Generative model "Od I

")

Prof. Niessner 66



IGANS: Projecting an Image onto the Manifold

Input: real image w
Output: latent vector z

Optimization

z* = argmin L(G(z), =)

Inverting Network U 0 ()
0p = arggflinszﬁ(g(P(xR;pr, )

n Y
Auto -encoder
oo neeener - WIth @ fixed decoder .




IGANS: Projecting an Image onto the Manifold

Input: real image w
Output: latent vector z

Optimization

z* = argmin £(G(z), %)

Inverting Network U 0 ()
0y = argﬂgnn%ﬁ(E}(P(f;Qpp, z®)
Hybrid Method
Use the network as initialization
for the optimization problem

Prof. Niessner



IGANS: Overview

cEER

original photo different degree of image manipulation

Project ‘ . t |
Editing Ul L// Edit Transfer
projection on manifold transition between the original and edited projection

Prof. Niessner .



IGANSs: Manipulating the Latent Vector

Objective:

Guidance

©

04

Prof. Niessner

I constraint violation loss 0

z* = argmin
zEL

g

A

I user guidance image I

>y

-

data term

{Z'Tﬁg<a(z>+ As 1z = 203 }-

"

manifold
smoothness

S

—

/

=

2,
~ "
- < o

-\
N

o

&

y

=
e

[Zhu et al. 16] Generative Visual Manipulation on the Natural Image Manifold
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IGANS: Overview

cEER

original photo different degree of image manipulation

Project ‘ . t |
Editing Ul L// Edit Transfer
projection on manifold transition between the original and edited projection

Prof. Niessner .



IGANS: Edit Transfer

Motion (u, v)+Color (= ):estimate per -pixel geometric and color variation

[ 1150~ 1 yfL -+ D1+ 0 (15l IVl + 0 VA

data term spatial reg color reg

"Oa Linear Interpolation in aspace "Oa

SIS S

y & 72




IGANS: Edit Transfer

Motion (u, v)+Color (= ):estimate per -pixel geometric and color variation

[ 1150~ 1 yfL -+ D1+ 0 (15l IVl + 0 VA

data term spatial reg color reg

“O d

)ear Interpolation in  aspace "Oa

&

¥

d oIe 73




Motion (u, v)+Color (=

IGANS: Edit Transfer

). estimate per -pixel geometric and color variation

[ 1150~ 1 yfL -+ D1+ 0 (15l IVl + 0 VA

data term

“O d

&

Linear Interpolation in aspace

spatial reg

color reg

“O @

? 4

Y

X 4

Result

&
5

¥

y
¥

¥ 4
¥

¥
¥

»
y 4

y 4
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cGANS: Interactive GANSs

User edits Generated images

s Color Interactive GANSs: projection to GAN embedding
w = wm Sketch

https://github.com/junyanz/iGAN  [Zhu et al. 16.]
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cGANS: Interactive GANSs

Original photos

Reconstruction
via Optimization

0.165 0.164 0.370 0279 0.350 0.249 0.437 0.255 0.178 0.227
. 2 ! Y
i ‘ - - e ') LN . M V\
Reconstruction '1 ~ b
via Network ‘ ) & d m _ =
0.198 0.190 0.382 0.302 0.251 0.339 0482 0.270 0.248 0.263
. { \
Reconstruction a b v // &
via Hybrid Method -

0.133 0.141 0.298 0218 0.160 0.204 0318 0.185 0.183 0.190

Prof. Niessner https://github.com/junyanz/iGAN _ [Zhu et al. 16.] 76



https://github.com/junyanz/iGAN

Prof. Niessner

cGANS: Interactive GANSs

Generative Image Manipulation

https://github.com/junyanz/iGAN _ [Zhu et al. 16.]
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https://github.com/junyanz/iGAN

Mapping in Latent Space is Difficult!

A Semantics are missing
A In most cases, no labels available
A ldeally, need some unsuperwsed dlsentangled rep.

s2aa

’B@E&@h

(a) Azimuth (pose) (b) Presence or absence of glasses
Prof. Niessner INfoGAN [Chen et al. 16] 78
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Paired vs Unpaired Setting

Paired | Unpaired
€Z; ) :
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pix2pix: Image-to-Image Translation

Labels to Street Scene Labels to Facade BW to Color

inNit nvtnt

Edges to Photo

AN

et

N,

"

innut outnut

Prof. Niessner [Isolaet al. 16]Image-to-Image Translation with Conditional Adversarial Networks 80
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real or fake pair
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Pix2Pix

Prof. Niessner 86



Pix2Pix: Paired Setting

A | OguYGUOFYGOYUQgdzOYO TI OO0 Y
A Often called self -supervised

A Think about these settings J

Prof. Niessner 87



Pix2Pix- Examples

Edges : Images

Input Output

Output

Prof. Niessner [Xie & Tu 19 Holistically -Nested Edge Detection 88



