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Task: X to 3D

A Image-to-3D

A Text-to-3D A squirrel holding a bowling ball

¢ ¢

A Multi-view-to-3D, Video-to-3D.
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What is a Large Reconstruction Model?

Feed-Forward Network

-G Q
N—
‘ trained on large data to generalize ‘

Input: Output:
single image, Radiance field
uf yu. £ representation,

e.d.,NeRF, 3DGS
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Recap: Masked Auto-encoder (MAE)

A Masked Image Modelling (MIM)
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input . .
R B Reconstruct the image

-> L2 loss on the

masked patches
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Masking for 3D Vision Pretraining

A Pretrain ViT on multiple views

Auto-completion

Cross-view Completion

CroCo

Mas(sd view ‘

b |
N

Masked view Target Referene view | Ta‘get
| | |
| i
Generation based on high - Reconstruction based on reference view.
level semantic information Requires: understanding scene
(plausible hallucination) geometry and spatial relationship

Weinzaepfel f u Qra@6: Sef Supervised Pre-training for 3D
Prof. Niessner Vision Tasks by Cross-View Completion P 0



Masking for

3D Vision Pretraining

A Encoder Decoder VIT architecture
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Reference input encoding

EE-EEEEN -

To
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Weinzaepfel f u Qra@6: Sef Supervised Pre-training for 3D
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Input:
reference view

Input:
masked target

Output

Ground-Truth

Weinzaepfel f u Qra@6: Sef Supervised Pre-training for 3D
Vision Tasks by Cross-View Completion p 0



Downstream: (stereo) depth

A Train DPT-head using intermediate features

Encoder Decoder

Fi 1rst input image
- f i ¢ ’ { {
s il o m By FEE 7
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Second input image

1. Reassemble flattened tokens into HxW
2. CNN with multi -resolution feature fusion

Weinzaepfel f u Qra@6 v2Hmproved Cross-view

Prof. Niessner Completion Pre -training for Stereo Matching and Optical Flow P 10


https://arxiv.org/pdf/2103.13413

DUSt3R

A Finetune CroCou p g s Pomnimdpsp H)
- Pointmap
R /X H X:
- ViT Transformer Head, X' eR" { Common coordinate frame
— = encoder Decoder, g?nﬁ(;;vcc?: of camera 1 (image 1)
S E X ‘
i Cameral RS
Image I; € RWxHx3 Information (at origin “"\'.".;\\
= sharing ; ':".',.'} i
™ / Pointmap /”_‘) /
K ViT Transformer X%1 e RIDG Camera2 B
Head " W
/ P_)atcmfy & ercodar :2) Becoder, ead, Confidence (unknown position)
| CZ € RWXH
Image I, € RW>H*3 .
. 1 - . ;
A 3D regression fp(v,i) = |- X! — = X! A Mix synthetic/real datasets
“ < ARKitScenes WayMo Open
. . . ScanNet++ vl Habitat
Pointmaps of both images in the same ScanNet++v2 MegaDepth
Coordlnate System BlendedMVS StaticThings3D

Xb oh fRUSBRNBGeorretric 3D Vision Made Easyp
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https://download.europe.naverlabs.com/ComputerVision/DUSt3R/scannetpp_pairs.zip
https://download.europe.naverlabs.com/ComputerVision/DUSt3R/scannetpp_pairs.zip
https://download.europe.naverlabs.com/ComputerVision/DUSt3R/scannetpp_v2_pairs.zip
https://download.europe.naverlabs.com/ComputerVision/DUSt3R/scannetpp_v2_pairs.zip
https://download.europe.naverlabs.com/ComputerVision/DUSt3R/blendedmvs_pairs.npy
https://download.europe.naverlabs.com/ComputerVision/DUSt3R/waymo_pairs.npz
https://download.europe.naverlabs.com/ComputerVision/DUSt3R/waymo_pairs.npz
https://download.europe.naverlabs.com/ComputerVision/DUSt3R/habitat_5views_v1_512x512_metadata.tar.gz
https://download.europe.naverlabs.com/ComputerVision/DUSt3R/megadepth_pairs.npz
https://download.europe.naverlabs.com/ComputerVision/DUSt3R/staticthings_pairs.npy

2-View A N-View

inputimage #1 inputimage #2 output point-cloud
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Xboh fRUSBRNGeorretric 3D Vision Made Easyp Nf s pz MABt3Ry Medchiridy And Stereo 3D ReconstructionpP
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Unifying all 3D vision tasks?

AEpvme Hefotf 5F sfdpotusvd:
3D vision?

Images Correspondence Search Incremental Reconstruction Reconstruction

B e S
i H ) ‘
Image Registration Outlier Filtering ¢ : o, N

e
LA 2

R a

Geometric Verification Triangulation Bundle Adjustment

COLMAP’s incremental Structure-from-Motion pipeline.

Camera calibration

Monocular
Depth estimation <
Multi-View

— DUSt3R — Pixel correspondences
Pairwise (relative)
Camera pose estimation

Multi-View
. . . Dense 3D reconstruction
Lincanstrii=d Corresponding pointmaps Visual Localization
image collections (dense 2D «+ 3D mappings)
Prof. Niessner t mj ef beb grani @oCo ®© MASt3RJ- Naver Labs Europe p 13


https://europe.naverlabs.com/wp-content/uploads/2024/09/duster-talk.pdf

How does DUSt3R work internally?

A Trainlow-gbsbn HgspcftpP up efdp
features into pointmaps.

A Visualize how reconstruction evolves over time

Decoder block O Decoder block 1 Decoder block 3 Decoder block 11

-

4 ; Shared

S Encoder
) || Shared
(R Encoder

%u b s z Uhderstanadim@ muti -view transformers p
Prof. Niessner 14



How does DUSt3R work internally?

Input pairs
Easy (g:lose came

Decoder input Skip after SA1  Skip after SA3  Skip after SA6 Skip after SA9 Final output

- Best attention head

feature similarity of correspondences
iIncreases throughout blocks

Atpnf fwjefodf uibu |
matching internally?
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%u b s z Uhderstanadim@ muti -view transformers p
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[=RE

VGGT

A Replace CroCo with DINOv2 features

Add Global Frame Camera Head
cameril token Attention Attention .
= S —>
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Xboh fUGGH: MiSual Beometry Grounded Transformer]
Prof. Niessner (CVPR 2025 Best Paper Award)

Cameras

D D

Depth maps

Point maps

Tracks
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https://arxiv.org/abs/2304.07193

32 Views

Prof. Niessner

Xboh

f \GGD: Misual Beometry Grounded Transformerp
(CVPR 2025 Best Paper Award)
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VGGT

A VIiT with ~1B parameters, attention across all frames

Time vs Number of Input Frames Memory vs Number of Input Frames

40 1

[=)]
w
(=)

Time (seconds)
[
o

=y
Memory (GB)

N
L
=
o

1 10 20 50 100 200 1 10 20 50 100
Number of Input Frames
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Xboh fUGGH: MiSual Beometry Grounded Transformer]
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Depth Anything 3

A Dual-DPT head predicts depth and raymaps
A 3DGS head predicts per-pixel {mean, covariance, opacity, color}

) (. \ s ™\

Single Transformer
o (Vanilla DINO) I
Q ™ " )
: = B
= T
=
v =
ol —| &
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& S
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£

e — S

— I

\_ Ls Ly ) N x ZH x W x6 NxHxWx3

re— _ . ) [:] Within-view self attn.
Camera g _).(_ Learnable camera token ._} D . N\ P EC
M et 2 D Cross-view self attn.

(If available) (if not available)

........................

_ Nj o fDepthiAmythingt8: Recovering the Visual Space from Any Views P
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Depth Anything 3

Any number of images Feed-forward geometry reconstruction

_ Nj o fDepthiAmythingt8: Recovering the Visual Space from Any Views P
Prof. Niessner 20



Prof. Niessner

Depth Anything 3

Step 1: Collect Arbitrary Uncalibrated Images

Nj o fDepthiAmythingt8: Recovering the Visual Space from Any Views P
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Input images

PixelNeRF

\ Zv f upixelMeBF: Naural/Radiance Fields from One or Few Images

23



PixelNeRF
ot Ssgew
= =

o— 0 o0—o

Input image  PixelNeRF

Input images PixelNeRF

Prof. Niessner \ Zv f upixblMeBRF: Neural‘/Radiance Fields from One or Few Images 24



PixelNeRF D3ingle Image Input

Input View W

's\“

UL ANR

T

(S 7 7 77

N
> ‘<
=

CNN Encoder

Target View

Prof. Niessner

f
— H|:I|:|[| — (RGBo)
1
v Winz)

Volume Rendering

Ray Distance

;o

e

Rendering Loss

2

\ Zv f upixélMeBF: Netiral’‘Radiance Fields from One or Few Images 25



PixelNeRF D3ingle Image Input

Input Image

Target Image

Image Encoder

1. Extract features
from input image
with CNN encoder

\ Zv f upixélMeBF: Netiral’‘Radiance Fields from One or Few Images 26
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PixelNeRF D3ingle Image Input

2.Shoot camera
rays from pixels of
the target view

Input Image

Target Image

Image Encoder

1. Extract features
from input image
with CNN encoder

\ Zv f upixélMeBF: Netiral’‘Radiance Fields from One or Few Images 27
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PixelNeRF D3ingle Image Input

Input Image

Image Encoder
1. Extract features

from input image
with CNN encoder

Prof. Niessner

2.Shoot camera
rays from pixels of
the target view

Target Image

3. Determine features for sample

points along the rays:
A Project 3D points to image plane.
A Bilinearly interpolate image features

\ Zv f upixelMeBF: Naural/Radiance Fields from One or Few Images 28



PixelNeRF D3ingle Image Input

Input Image ‘

]

Image Encoder

Target Image

3D Position + .
View Direction — —_— Color + Opacity

Image Feature '
MLP

Prof. Niessner \ Zv f upixélMeBF: Netiral‘Radiance Fields from One or Few Images 29



PixelNeRF D3ingle Image Input

Input View W “

)

UL ANR

. (S 7 7 77

CNN Encoder

Prof. Niessner

Target View

Volume Rendering

s 7N\

yé
- V 4

Ray Distance

/

e

Rendering Loss

2
2

A Volume rendering and
supervision as in NeRF.

\ Zv f upixelMeBF: Naural/Radiance Fields from One or Few Images 30




PixelNeRF DEAulti-View Input

A There are multiple image feature vectors.
How should we aggregate them?

&

Prof. Niessner \ Zv f upixélMeBF: Netiral‘Radiance Fields from One or Few Images 31



PixelNeRF DEAulti-View Input

Image Feature

3D Position + ‘ — I l l l
View Direction
Color +

omm — |]]]
‘— — IIII Opacity

&

Prof. Niessner \ Zv f upixélMeBF: Netiral‘Radiance Fields from One or Few Images 32



PixelINeRF DArchitecture

Fully-connected ResNet Wh(n(x1)) —=
arChIteC'[U re . I = Linear Layer

(Y(X_(l))} d_(l))i)‘ 51 512 512 v
Important: Position & view direction
are in input coordinate system. ek B

1 I 1 I I cee Shared
A View _dlrectlon provides crucial el "W N VRN PR
information on relevance of a _ v
) W(n)(n(x(n))) _wl'
source view. —
” ResBlock Repeat 2x

(Y(x_(n)): d_(n)) N 51 512 512 V(n)
In single-image case, network
boils down to 5 ResNet blocks. ReBlock 2 s

A 13

Prof. Niessner \ Zv f upixblMeBRF: Neural‘/Radiance Fields from One or Few Images 33



LRM: Large Reconstruction Model

Single input image

Image encoder
Dim: 512 x512x 3 g Image features

12 Layers, Dim: 768, ViT (DINO) Dim: (32 x 32) x 768
___________________________________________ Modulation with

ir é camera features 3 I m ag e
_i_ @ Residual connection Encoder

Triplane tokens
D|m (3x32x32)x1024

T — 7
! u
i ) S . | Image-to-
| = Lewere-l = Triplane
\ =f Res: (3x32x32) =2 (3 x64x64)
Learnable cTTTTTTTTTmTTmTT ot ToTTmTTTTTITTTTTTTTTTTTTTTT Dim: 1024 = 80
positional embeddings Image—to—T_rlplane Decoder (1) Camera features, Dim: 20 DeCOder
Dim: (3 x 32 x32) x 1024 16 Layers, Dim: 1024

Point features -
Dim:3x80 -

@‘_@ L  Triplane

10 layers, Dim 64 NeRF

1
!
+—— RGB, o ——
i Volumetric Rendering i '
] 1 ]

Rendered . Triplane | Dim: 3 x (64 64) x 80

novel image Neural Radiance Field (NeRF)

Prof. Niessner \Jpoh fu bmO0O dz6” NTO< Nbshf Tfdpotuddduj



LRM DHEnage Encoder

Patchify image

into sequence Pretrained
Single input image Image encoder /
. Image features
Dim: 512x512x 3 .1\ 12 Layers, Dim: 768, ViT (DINO) Dim: (32 x 32) x 768

Patch-wise
feature tokens

Self-attention
between patches

Prof. Niessner \Jpoh fu bmO0O dz6” NTO< Nbshf Tfdpotudddu,j



LRM: Large Reconstruction Model

Single input image

Image encoder
Dim: 512 x512x 3 g Image features

12 Layers, Dim: 768, ViT (DINO) Dim: (32 x 32) x 768
___________________________________________ Modulation with

if é camera features 3 I m ag e
_i_ @ Residual connection Encoder

Triplane tokens
Dim: (3 x32x 32)x 1024

| “
i ) S | | Image-to-
| = Lewere-i L = Triplane
\ =f Res: (3x32x32) =2 (3 x64x64)
Learnable cTTTTTTTTTmTTmTT ot ToTTmTTTTTITTTTTTTTTTTTTTTT Dim: 1024 = 80
positional embeddings Image—to—T_rlplane Decoder (1) Camera features, Dim: 20 DeCOder
Dim: (3 x 32 x32) x 1024 16 Layers, Dim: 1024

"\
[}
I
I
I
I
I
I
I
I
I
I
I
I
i
I
I
i
I
I
I
I
I
I
I
I
I
I
I
I
I
I
I
I
I
I
I
I
I
I
i
I
I
i
I
I
I
I
I
I
I
I
I
I
I
I
I
I
I
I
I
I
I
[}
I
I
I
I
I
I
I
I
I
I
I
I
I
I
i
[}
I
i

¥
-
J1

:’ Point features R i
! Dim:3x80 -~ ~ |
' E I ;
«——— RGB,g +——— W@ _, | Triplane
| Volumetric Rendering | | 10 layers, Dim 64 RV o i N € R F
AU |
Rendered RS T[‘f’_'?'l“f_'_‘i‘i"_’:’*_"_‘_ﬁ‘_‘ffi"_’f?‘.’x' _
novel image Neural Radiance Field (NeRF)
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LRM DHEnage-to-Triplane Decoder

Image features
Dim: (32 x 32) x 768

2 different conditional operations:

Per é Cross-attention with input image patches Upsample
triplane Modulation with camera features triplane
Ce” / \ Triplane tokens features
\ PEEELEY SRR CEET Lt Ezlm: (3x32x32)x1024

— Lo e oo

Image-to-Triplane Decoder
16 Layers, Dim: 1024

Res: (3x32x32) 2 (3x64x64)
Dim: 1024 = 80

Learnable
positional embeddings
Dim: (3 x 32 x32) x 1024

i? Camera features, Dim: 20

/ S

A Contain normalized extrinsics and "
intrinsics = §
A Are encoded to high -dimensional - T i
camera embedding by MLP rilane | o3 (64x 64y 0

Prof. Niessner \Jpoh fu bmO0O dz6” NTO< Nbshf Tfdpotusd/vduj



LRM DHEnage-to-Triplane Decoder

2 different conditional operations

& V)

& V)

Image features

{hi}Yie LA

KV)

[(0)]

()]

Triplane hidden

features @

Q

2;
7

SO

{ TOoNUa)]-SS0I)

| d J(Q.K,V) N

d]@;m)
dj(q,x,v)

d J(Q:K,V) )

a-444

{UOFW%‘HV‘}IQS

Cross-attention with input image patches
A control fine -grained geometric and color information

Prof. Niessner

\Jpoh fu bm0O dzde6"

Self-attended
features fel/

v, 8 = MLP™(&)
ModLNC(fj) = LN(fj) (1+~v)+p

Modulation with camera features
A control orientation and
distortion of the whole shape

NTO< Nbshf Tfdpot usivduj



LRM: Large Reconstruction Model

Single input image

Image encoder
Dim: 512 x512x 3 g Image features

12 Layers, Dim: 768, ViT (DINO) Dim: (32 x 32) x 768
___________________________________________ Modulation with

if é camera features 3 I m ag e
_i_ @ Residual connection Encoder

Triplane tokens
Dim: (3 x32x 32)x 1024

i A
i ) S . | Image-to-
| = Lewere-l = Triplane
\ =f Res: (3x32x32) =2 (3 x64x64)
Learnable cTTTTTTTTTmTTmTT ot ToTTmTTTTTITTTTTTTTTTTTTTTT Dim: 1024 = 80
positional embeddings Image—to—T_rlplane Decoder (1) Camera features, Dim: 20 DeCOder
Dim: (3 x 32 x32) x 1024 16 Layers, Dim: 1024

!
i
]
]
¥
#
-
J1

:’ Point features R s
! Dim:3x80 -~ ~ :
' E I ;
«——— RGB,g +——— W@ _, | Triplane
| Volumetric Rendering | | 10 layers, Dim 64 RV o i N € R F
AU |
Rendered RS T[‘f’_'?'l“f_'_‘i‘i"_’:’*_"_‘_ﬁ‘_‘ffi"_’f?‘.’x' _
novel image Neural Radiance Field (NeRF)
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LRM DAZriplane NeRF

How to extract triplane features for a 3D point?
1. Project point onto each plane

2. Trilinearly interpolate triplane features

3. Obtain one vector per triplane

Volume rendering as in NeRF;
Training with color and LPIPS
rendering losses

A

Dim:BxSD_,-""'----- i
oo —— R g LU

Rendered ' Triplane | Dim: 3x{54x54})(80£'

novel image Neural Radiance Field (NeRF)

3 axis-aligned
MLP maps features feature planes

to color and density
Prof. Niessner \Jpoh fu bmO0 dz6” NTO< Nbshf Tfdpot u4dvduj



LRM DResults

Input Rendered Novel Views Input Rendered Novel Views

s r 1 r \ -
r &7
Phone Phone
Captured Captured

Generated

3 A

Prof. Niessner \Jpoh fu bmO dz46~ NTO< Nbshf Tfdpotuséshduj




GRM: Large Gaussian Reconstruction Model

Single image to 3D Text to 3D
A squirrel holding a bowling ball

Prof. Niessner \'Yv ( %ij fu bmO0O dz46”~ | TO< Nbshf I bvttjbo Tfdpotusv



GRM: Large Gaussian Reconstruction Model

4 images and Vision Transformer Combine pixel -alighed Gaussians
camera poses Encoder to single 3DGS representation
( N \I._C ( T M Pixel-aligned Novel-view
1 Upsampler i Gaussians Rendering

Temt-to-MV
il | -
Instant3D ' %
g tokenize ViT cee reshape
— S i

E(Z,C) linear heads :

[ ]
Image-to- MV

' T x2 1 x2

—> — >
L PizelShuffle Windowed Se].t'—AttcmiA) L
e \
” Sparse-view Reconstructor \
Facilitate text and single image input Transformer-based

by using pretrained generators Upsampler
Prof. Niessner \'Yv ( %ij fu bmO dz46~ | TO< Nbshf Ibvttjbo Tfdpotusvddjpo

e.g.
Zerol23++

Generator



GRM:VIT Encoder

+
-
L
s

Prof. Niessner

tokenize

_”’/’,/f’

ViT

[T EEe

— 2.

1.

Concatenate image with camera
poses as Plucker rays

Encode with CNN tokenizer to
create one sequence from all 4
images 1 | ]

~ 3. Append learnable image position

~ 4.

encodings.

Series of self-attention layers
attending to all tokens across the
Input views.

\'Yv ( %ij fu bmO dz46~ |1 TO< Nbshf Ibvttjbo Tfdpotusvdtijpo



GRM: Large Gaussian Reconstruction Model

4 images and Vision Transformer Combine pixel -alighed Gaussians
camera poses Encoder to single 3DGS representation
( N \I._C ( T M Pixel-aligned Novel-view
1 Upsampler i Gaussians Rendering

Temt-to-MV
il | -
Instant3D ' %
g tokenize ViT cee reshape
— S | |

E(Z,C) linear heads :

[ ]
Image-to- MV

' T x2 1 x2

—> — >
L PizelShuffle Windowed Se].t'—AttcmiA) L
~ \
” Sparse-view Reconstructor \
Facilitate text and single image input Transformer-based

by using pretrained generators Upsampler
Prof. Niessner \'Yv ( %ij fu bmO dz46~ | TO< Nbshf Ibvttjbo Tfdpotusvdujpo

e.g.
Zerol23++

Generator



GRM:Transformer-based Upsampler

A Multiple upsample blocks | 7
progressively upsample by Upsampler

factor 2 until reaching O h
I Quadruple number of U U H U U U | reshape
Ch anne IS linear heads

T x2

i Double spatial dimension |—->*—~ ——|]
— G

with PixelShuffle | PixelShufle  Windowed Self-Attemtion | |

Prof. Niessner \'Yv ( %ij fu bmO d#46~ |1 TO< Nbshf Ibvttjbo Tfdpotusvdajpo



GRM:Transformer-based Upsampler

A Multiple upsample blocks
progressively upsample by
factor 2 until reaching O
T Quadrup e number of (scaies ehamnals High Resolution Image

channels

I Double spatial dimension
with PixelShuffle ——

scale = 3

https://nico -curti.github.io/NumPyNet/NumPyNet/layers/pixelshuffle_layer.html

Prof. Niessner \'Yv ( %ij fu bmO dz46”~ |1 TO< Nbshf Ibvttjbo Tfdpotusvdljpo



GRM:Transformer-based Upsampler

I Windowed Self-Attention: _ F \
balance between need Upsampler
for non-local multi -view

Information aggregation | reshape
and feasible computation linear heads

cost 1 %2 $ x2
A Separate linear heads Fr el |
produce Gaussianfeatures .

Prof. Niessner \'Yv ( %ij fu bmO dz46" | TO< Nbshf Ibvttjbo Tfdpotusvd@jpo



GRM: Large Gaussian Reconstruction Model

4 images and Vision Transformer Combine pixel -alighed Gaussians
camera poses Encoder to single 3DGS representation
( N \I._C ( T M Pixel-aligned Novel-view
1 Upsampler i Gaussians Rendering

Text-to-MMV
il | o
Instant3D ] %
g tokenize ViT cee reshape
— B y__— =" |

E(I .C) linear heads :

.
Image-to- MV

' T x2 1 x2

—_— > C—D

L PizelShuffle Windowed Se]f—.&ttcntiak) L
B \
Sparse-view Reconstructor \

e.g.
Zerol23++

'_Generat r
Facilitate text and single image input Transformer-based
by using pretrained generators Upsampler

Prof. Niessner \'Yv ( %ij fu bmO0O dz46~ | TO< Nbshf Ibvttjbo Tfdpotusvddjopo



GRM: Pixetaligned 3D Gaussians

A Predict one Gaussianper pixel, i.e.,one
Gaussianattribute map 'O @ 0 per
input image, 0 p ¢depth (1)rotation (4),
scale (3),opacity (1),rgb (3).

A Pixel-aligned Gaussiansare easier to

learn

A 3D Gaussiansrender in real-time

s/\
~
i~
u’?
»/\
~
oy

S

Image from [Charatanf u b m0 dz4

Prof. Niessner \'Yv ( %ij fu bmO dz46" | TO< Nbshf Ibvttjbo TfdpotusvdUjpo



GRM: Pixetaligned 3D Gaussians

1. Backproject pixel-aligned Pixelaligned,  .Nove-view

: : Gaussians Rendering
Gaussians to single 3DGS

representation ﬁ

2. Render as in 3DGS

3. Supervise novel views with
Image (color & perceptual)
and mask loss

e
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GRM - Results

Input Model Image/ Vldeo Rendering epth
A cat wedring ; é 3 __-—;— = _:
eyeglasses > m gt ‘ ‘ A— T —

. =P . Zer0123++J :
GRM (o 1s)
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Long-LRM: Long-sequence Large
Reconstruction Model

- A from 32
- images in
1.3s

erage Gaussian Splats 53



Long-LRM: Long-sequence Large
Reconstruction Model

Hybrid Blocks: Mamba2 + Transformer
atenation B Summation

32 Images + Il’liicker rays ® Conc
’ (X3)~ \\‘

Mamba2 Block (x 7)\ it "Transformer Block (x 1\)‘.
h en
Forward h E .S
Conv & SSM | g il ag E

A < D] 4D g8 [|&|

Patchify || Patchify Patchify | __ . i 1] = [\ s 2&[l .8
&Tintar || &Tinear || & Tinear Backward i il S5 || 8
Conv & SSM i " (-"Sf'

1 \ I

T N e ——

~

1

Novel View Synthesis Wide-coverage Gaussian Reconstruction
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Long-LRM DHybrid Block

A Combine Mamba2 blocks & transformer blocks A
better scalability to higher resolution & denser views

A Hybrid block = 7 Mamba2 blocks + 1 transformer block

\ |
L =Sequence Length O(L) O(L"2)
Y Due to global

Mamba2 Block (x T-)x K § Jl:ransfonner Block (> 1\]‘ , E .

— e ¥ self-attention
o1rwar ;!

Conv & SSM i

Backward
Conv & 55M

@
Self-Atin
il )
\L/

P
)
€1/
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Long-LRM DElamba2 Block

A Mamba2 block [Dao & Gu § 4 i6 designed for
language tasks A scans through sequence in one
direction A suboptimal for images.

AWjtjpo Obncb \ [ i wvirettionallscas G-
over the concatenated token seguence

. Hidden State lnpﬂ Token

g Mamba2 Block (x7) ", N\

: Forward i ht — Aht—l _I_ E:Et

] Conv & S5S8M 5 !
— 9‘ Yp = C} Compute state
Conv & SSM [ | params from input

Output Token using linear layer

Prof. Niessner [Chen et al. 2024] Long-LRM: Long-sequence Large Reconstruction Model for Wide -coverage Gaussian Splats 56



Long-LRM: Long-sequence Large
Reconstruction Model

Hybrid Blocks: Mamba2 + Transformer

32 Images + Il’liicker rays ® Concatenation @ Summation

\Token Merge.
(Optional) |

[ Patchify ][ Patchify ][ Patchify ] .
& Linear & Linear & Linear

SEEG

I
I
|
I
I
|
|
|
I
I
|
\

Novel View Synthesis Wide-coverage Gaussian Reconstruction
Prof. Niessner [Chen et al. 2024] Long-LRM: Long-sequence Large Reconstruction Model for Wide -coverage Gaussian Splats 57

Gaussian Pruning

J

R e Sl



Long-LRM DZoken Merge

1. Reshape input sequence 0 Obacktot - — ©O

where 0  #images, 1  patch size
2. Apply 2D convolution , kernel size 2, stride 2, resulting

ind — — 0Oee S
, | Token Merge
3. Resapeback to- Oee T

A Reduces sequence length to 1/4

Conv 22
stride 2
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Long-LRM: Long-sequence Large
Reconstruction Model

Hybrid Blocks: Mamba2 + Transformer

32 Images + Il’liicker rays ® Concatenation @ Summation

]
|

(Optional)

Linear &
Unpatchify

[ Patchify ][ Patchify ][ Patchify ] .
& Linear & Linear & Linear

®

Gaussian Pruning

Novel View Synthesis Wide-coverage Gaussian Reconstruction
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Long-LRM Dbecode to Gaussians

A Decode output tokens to per-pixel Gaussian
parameters

A At training-time prune to fixed number of Gaussians,
at test-time prune by opacity A improve efficiency at
high resolution and increased views

Novel View Synthesis Wide-coverage Gaussian Reconstruction
Prof. Niessner [Chen et al. 2024] Long-LRM: Long-sequence Large Reconstruction Model for Wide -coverage Gaussian Splats 60



Long-LRM DJ4raining Objective
L= Eimage + /\opacity ’ Lopacity + )‘depth ' [-:depth

M
1 re re
Limage = s Z (MSE (Ift, I d) + A - Perceptual (I?t, I d))
i=1

M
_ 1 da ypred Depth regularizer
Laeptn = 77 2 Smooth-L1 (Di D ) to avoid HoatersH

i—1
N - -
Y — i Z 0] Opacity regularizer to reduce the
oPACY T T £ - ’ number of relevant Gaussians
1=
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Long-LRM DResults




Novel -view-synthesis with a
purely transformer -based
architecture

*op Hsf bmp 5F

2 Input \TIeAws

63
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LVSM

Plain VIT + camera control with raymaps
|

Decoder-only Architecture Encoder-Decoder Architecture

Input Views & :... ....................................................................................... ."‘. ‘47 .................................................................................................
Pliicker Rays Synthesized | )
( Target View . |
£7 : B
1 1 s > LY coe
| . s |
E LA : 3 - & Encoder
: P I - Transformer
' Decoder-onl | i _S€_
: )| Decocerony S @ )
' / ransformer IR
I — - il 1
| . R
Il’ P | | Latent | Decoder
—> m . {!Tokens; Transformer
/ \ ) l' Linear & Unpatchify | Il'
s : >
Target View : I l‘
Pliicker Rays | — §
....................................................................................... i
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Decoder-only Architecture

LVSM &L ——
A Pliucker: per-pixel parameterization L 0 Tansomer i
I Given:ray originé N s, ray direction AN 5 Vw_' \ /@ Cinear & Unpachity
i Calculate: & ¢ Q0 {Qulv s Pkeriar
A Input: concat image tokens/ plucker xi; = Linear;uu:([L;, Pij]) € R
A Target views: only plucker q; = Linearyye, (P) € R

A Predict novel view using full transformer model
Yty -5 Y1, = M(ql, e 4, |:131, e 737l$)_’ i; = Sigmoid(Linear,,:(v;))
A Train with photometric and perceptual NVS losses
£ = MSE(I*,I") + X - Perceptual (I, I?)
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Decoder-only Architecture

LVSM &L ——
A Pliucker: per-pixel parameterization L 0 Tansomer i
I Given:ray originé N s, ray direction AN 5 Vw_' \ /@ Cinear & Unpachity
i Calculate: & ¢ Q0 {Qulv s Pkeriar
A Input: concat image tokens/ plucker xi; = Linear;uu:([L;, Pij]) € R
A Target views: only plucker q; = Linearyye, (P) € R

A Predict novel view using full transformer model
Yty -5 Y1, = M(ql, e 4, |:131, e 737l$)_’ i; = Sigmoid(Linear,,:(v;))
A Train with photometric and perceptual NVS losses
£ = MSE(I*,I") + X - Perceptual (I, I?)
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LVSM

A Encoder-Decoder architecture:

I Nbufou wupl fot bsf

sfgsftfoubujpop

I Faster decoding, but lower
quality

Encoder-Decoder Architecture

[[[IQEIIIIQE

1
| Latent
LTokens;

S

Encoder
Transformer

*

M)

Decoder
Transformer

: |

M

Prof. Niessner [Jin et al. 2024] LVSM: A Large View Synthesis Model with Minimal 3D Inductive Bias

67



