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Generative Adversarial Networks (GANS)
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Generative Adversarial Networks (GANS)

At test time: sample random variabie obtain generated sample
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Conditional GANs (cGANSs)

A Gain control of output

A Modeling (e.g. sketch-based modeling, etc)
i Add semantic meaning to latent space manifold

A Domain transfer

T Labels on A -> transfer to B, train network on B, test on B
T More later

Prof. Niessner



GAN Mamfold

Train Data Sampted Data S G

Prof. Niessner [Radford et al. 15] Deep Convolutional Generative Adversarial Networks

@)



GAN Manifold

[Bojanowski et al. 171 Optimizing the Latent Space of Generative Networks
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GAN Manifold

G(zp) Linear interpolation in z space: G(zy + t - (2, — zy)) G(z1)

0

Prof. Niessner [Radford et al. 15] Deep Convolutional Generative Adversarial Networks



Conditional GANs (cGANSs)
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IGANS: Overview

LYy

original photo different degree of image manipulation

Project ‘ . t |
Editing Ul L// Edit Transfer
projection on manifold transition between the original and edited projection

Prof. Niessner [Zhu et al. 16] Generative Visual Manipulation on the Natural Image Manifold 10



IGANS: Overview

LYy

original photo different degree of image manipulation

Project ‘ . t |
Editing Ul L// Edit Transfer
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projection on manifold transition between the original and edited projection

Prof. Niessner [Zhu et al. 16] Generative Visual Manipulation on the Natural Image Manifold 11



IGANS: Projecting an Image onto the Manifold

Input: real image x&
Output: latent vector z

Optimization

2" = argmin £(G(z), %)

I Reconstruction loss L I I Generative model G(z2) I

Prof. Niessner 12



IGANS: Projecting an Image onto the Manifold

Input: real image x&
Output: latent vector z

Optimization

z* = argmin L(G(z), %)

Inverting Network z = P(x)
0y = argmmZE(G(P x Gp)

"Auto - encoder
with a fixed decoder G .
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Input: real image x%
Output: latent vector z

Optimization

z* = argmin L(G(z), %)

Inverting Network z = P(x)
0p = arggflinmzRE(E}(P(mYR;pr, z)

Hybrid Method
Use the network as initialization
for the optimization problem

Prof. Niessner



IGANS: Overview

LYYy

original photo different degree of image manipulation
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projection on manifold transition between the original and edited projection
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IGANS: Manipulating the Latent Vector

I constraint violation loss L, I I user guidance image I
- * N ]
Objective: =" = argmin{ >~ (£, (G()@)+ A - 12— 203 }-
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Prof. Niessner [Zhu et al. 16] Generative Visual Manipulation on the Natural Image Manifold
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IGANS: Overview

LYYy

original photo different degree of image manipulation

Project ‘ . t |
Editing Ul L// Edit Transfer

- S84 1)

projection on manifold transition between the original and edited projection
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IGANSs: Edit Transfer

Motion (u, v)+Color (Az«4): estimate per -pixel geometric and color variation

[ 115,01 L+ DI+ 0 (190l V02 + o[ VAN oy

data term spatial reg color reg

G(z Linear Interpolation in z space G(z1)
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IGANS:

—dit Transfer

Motion (u, v)+Color (Az«4): estimate per -pixel geometric and color variation

[ 115,01 L+ DI+ 0 (190l V02 + o[ VAN oy

data term

G(zo)
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IGANS:

—dit Transfer

Motion (u, v)+Color (Az«4): estimate per -pixel geometric and color variation

[ 115,01 L+ DI+ 0 (190l V02 + o[ VAN oy

data term
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cGANSs: Interactive GANS

User edits Generated images

N iiﬂﬁi

s Color Interactive GANs: projection to GAN embedding
@ mw  Sketch

Prof. Niessner https.//qithub.com/junyvanz/iGAN [Zhu et al. 16.] 21



https://github.com/junyanz/iGAN

Original photos

Reconstruction
via Optimization

Reconstruction
via Network

Reconstruction
via Hybrid Method

Prof. Niessner
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https://github.com/junyanz/iGAN

cGANSs: Interactive GANS

Generative Image Manipulation

https.//qithub.com/junyvanz/iGAN [Zhu et al. 16.]



https://github.com/junyanz/iGAN

Mapping in Latent Space is Difficult!

A Semantics are missing
A In most cases, no labels available
A Ideally, need some unsuperwsed disentangled rep
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(a) Azimuth (pose) (b) Presence or absence of glasses
Prof. Niessner INfoGAN [Chen et al. 16] 24



Paired vs Unpaired Setting

Paired | Unpaired

Prof. Niessner
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pIx2piX. Image-to-Image Translation

Labels to Street Scene Labels to Facade BW to Color

input oput innuit Autnut
Edges to Photo

innuit outnit

Prof. Niessner [Isola et al. 16] Image-to-Image Translation with Conditional Adversarial Networks 26



Z G(z)
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Generator

pinin
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L

Discriminator

mGjn max E, x[logD(G(z)) + log(1 — D(x))]

Prof. Niessner [Goodfellow et al. 2014] Generative Adversial Networks



BiRIN HiNIN
1l G || | —| D | real or fake?
([ LIOL
Generator Discriminator

min max Ey , llog D(G(x)) +log(1 — D(y))]

Prof. Niessner



BiRIN HiRiN
14lG || | —|D [~ Real!
(s LIOL
Generator Discriminator

min max Ey , llog D(G(x)) +log(1 — D(y))]
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real or fake pair
—

min max Eyllog D(x,G(x)) +log(1 — D%x y))]

G fake palir real pair

o matchjoint dlstrlbutlon p(G(x),y) ~ p(X,y)
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Pix2Pix
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Pix2Pix: Paired Setting

A Great when we have ‘free’ training data
A Often called self-supervised

A Think about these settings J

Prof. Niessner



Pix2Pix - Examples
EdgesY Images

Output

Prof. Niessner [Xie & Tu 15] Holistically-Nested Edge Detection 34



Pix2Pix - Examples

Sketches Y Images

Input

Output Output

Trained on Edges Y Images

Prof. Niessner How Do Humans Sketch Objects [Eitz, Hays, Alexa, 2012] 35



INPUT

Pix2Pix - Examples

OUTPUT INPUT OUTPUT

PiX2pix

=l process

—>

[N pix2pix

OUTPUT

( pix2pix
00 e

Vitaly Vidmirov @wvvid

Prof. Niessner #edges2cats by Christopher Hesse https.//affinelayer.com/pixsrv/ 36



https://affinelayer.com/pixsrv/

Pix2Pix - Examples

Input

Prof. Niessner Data from [maps.google.com| a' 37



http://maps.google.com/

Pix2Pix - Examples

Output

BW Y Color
Input Output

Input

2y

Output

Input

;L~ .‘ - /’; & ~ \
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Data from [Russakovsky et al. 2015 - ImageNet]
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|[deas behind Pix2Pix

A L= Lgsy + ALy (Mmakes it more constraint)
A Unet / skip connections for preserving structure
A Noise only through dropout

I cGANs tend to learn to ignore the random vector z
I Still want probabilistic model

Prof. Niessner



|[deas behind Pix2Pix

A L1 or L2 loss for low frequency details
A GAN discriminator for high frequency details

-> PatchGAN
I GAN discriminator applied only to local patches

I It's fully-convolutional; 1e., can run on arbitrary
Image sizes



Pix2PixHD

A Expand the pixepix idea to multi-scale
A Coarse-to-fine generator + discriminator

A G's and D's are the same but since they operate on
different resolutions, they have effectively a larger
receptive field

Prof. Niessner [Wang et al. 18] pix2pixHD



Pix2PixHD

Residual blocks

.

1

sz downsampling

G,

Prof. Niessner [Wang et al. 18] pix2pixHD 42



Pix2PixHD

A Use of multi-scale discriminators

A min max _ L G,D
G 01,02,032"‘1'2'3 can (G, Dy)

A Can make various combinations of stacking discriminator
and generator

I Eg., have asingle G and downsample generated and
real images - or have intermediate real iImages (cf.
ProGAN)

Prof. Niessner [Wang et al. 18] pix2pixHD



Pix2PixHD

Input labels Synthesized image

Prof. Niessner [Wang et al. 18] pix2pixHD 44



Pix2PixHD

[\Wang et al. 18] pix2pixHD



Pix2PixHD (Interactive Results)

[Wang et al. 18] pix2pixHD



Horse < zebra: how to get zebras?

- Expensive to collec t pairs.

- Impossible in many scenarios.
Prof. Niessner 47
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TUTi

Cycle-Consistent Adversarial
Networks



Cycle -Consistent Adversarial Networks
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No input - output pairs!
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Cycle -Consistent Adversarial Networks

X G(x)
' 100 = Blpiniy
—| G |~ # . —|D |~ Real!
LI i LI
Generator Discriminator
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Cycle -Consistent Adversarial Networks

X G(x)
= BEninin - - B
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GA Ns dforeesutputtto correspond to input
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Cycle -Consistent Adversarial Networks

mode collapse!

Prof. Niessner



Cycle -Consistent Adversarial Networks

: ""ﬁﬂ‘i?i\\ﬁﬂm :

' Emn —

Prof. Niessner [Zhu et al. 17] Cycle-Consistent Adversarial Networks
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Cycle -Consistent Adversarial Networks

: ""ﬁﬂ‘i?i\\ﬁﬂm :

' Emn —

Prof. Niessner [Zhu et al. 17] Cycle-Consistent Adversarial Networks
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Reconstruction \

Prof. Niessner

error

Cycle Consistency Loss

FGG)

i

IF(GCo) =,

[Zhu et al. 17] Cycle-Consistent Adversarial Networks



Cycle Consistency Loss

FG0)) Bangé cycle loss

X

i

Reconstruction S\
error ’

Prof. Niessner [Zhu et al. 17] Cycle-Consistent Adversarial Networks 57



Cycle Consistency Loss

F(G(X))

i

Reconstruction

\ .. Reconstruction
error

/’\5 error
IF(GG) — x|, IG(F®)) — ¥l

Prof. Niessner [Zhu et al. 17] Cycle-Consistent Adversarial Networks
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Cvcle GAN - Overview

https.//junyanz.github.io/CycleGAN/ [Zhu et al. 17]
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https://junyanz.github.io/CycleGAN/

Monet's paintings — photos

Prof. Niessner 60
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Conditional GAN and Inversion
Applications



cGANs DZmage Manipulation

Manipulate Properties Manipulate Poses

O B Bow Nww @ . -
Welcome to SyleFlow WebUI demo (Beta)

- Background removal +

’ ﬂﬂﬂﬁ

« - Naturalness +

Voynov et al: Unsupervised discovery of inter- Abdal et al: StvleFlow
pretable directions in the GAN latent space >t

Prof. Niessner 64



cGANs DXnage Generation

In/Out Painting

Input Output

Synthesis

Lin et al. Infinity GAN Cheng et al. In&Out

Prof. Niessner 65




cGANs DIXnage Restoration

(a) Colorization (b) Inpainting (c¢) Super-resolution - (d) Adversarial defense

—Jlgsaw pu_z‘zivenx_h‘ oystercatcher v

(f) Category transfe

target reconstruction  transfer to other categories
e morphing

g i . _
target  reconstruction jittering effects

U\

targt B

reconstruction A : interpolation - : reconstruction B

target A

Pan et al. Exploiting Deep Generative Prior for Versatile Image Restoration and Manipulation

Prof. Niessner
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cGANs DXmnage Interpolation

Attributes

Nitzan et al. Face identity disentanglement via latent space mapping

67



cGANs DXnage Understanding

Few Shot Segmentation Alpha Matting

TV
HHHT

Pose 1 Pose 2 Eyeglasses

Real Image

Projection

Background

1Y Y S

Tritrong et al.. Repurposing GANSs for One-shot Abdal et al: Labels4Free
Semantic Part Segmentation

Prof. Niessner 68



cGANs DXAultimodal Manipulation

Text-to-Image Sound Manipulation
&
g Z
) =
§ -
-é 5 8 o) Fire crackling W) Fire crackling o) Siren o)) Underwater bubbling
S ’l'hi‘s.woman is &h 8
= z}ﬁrﬁ::;::_s He is a young man. He is old. He is wearing eyeglasses. % %
) o I A i =
i/ 5z 73
£ ! T 3
5 = <
3 %
= ~ =l
E He is wearing This young man %
£ heavy makeup. has red hair. —a
§
p=
Xia et al: TediGAN Lee et al. Sound-guided semantic image

manipulation, interactive results:
https.//kuai-lab.github.io/cvpr2o22sound/ 6
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https://kuai-lab.github.io/cvpr2022sound/
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GANSs for 3D Aware Synthesis

Gu et al. StyleNerf Chan et al: PI-GAN

70



GANSs for 3D Aware Synthesis

G trained with 3D G trained with 2D

Ball-holed PartNet KITTI

L Tﬂ

Zhang et al. Unsupervised 3D Shape Chan et al: EG3D
Completion through GAN Inversion

Prof. Niessner 71



Reading Homework

A [Zhu et al. 2016] Generative Visual Manipulation on the Natural
Image Manifold

I https.//arxiv.org/abs/1609.03552

A lisola, et al. 2017] Image-to-image translation with conditional
adversarial networks

I https.//phillipigithub.io/pix2pix/

A [Zhu et al. 20171 Unpaired image-to-image translation using
cycle-consistent adversarial networks

I https.//arxiv.org/abs/1703.10593
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https://arxiv.org/abs/1609.03552
https://phillipi.github.io/pix2pix/
https://arxiv.org/abs/1703.10593
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Thanks for watching!
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